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OPTICAL NAVIGATION FOR AUTONOMOUS APPROACH OF
SMALL UNKNOWN BODIES
Jacopo Villa∗, Saptarshi Bandyopadhyay†, Benjamin Morrell†, Benjamin
Hockman†, Daniel Lubey†, Alexei Harvard‡, Soon-Jo Chung‡, Shyam Bhaskaran†
and Issa A. Nesnas†
State of the practice in navigation around small celestial bodies heavily relies on ground support and human skill, in particular, for perception-based operations such as optical navigation
and mapping. This leads to longer duration and more complex mission operations and subsequently higher cost. Furthermore, it imposes limitations for certain missions such as fast
fly-bys or multi-agent operations. In this work, we present an autonomous navigation strategy suitable for approaching small unexplored bodies. During the approach, we estimate the
body’s physical properties as well as the spacecraft’s relative trajectory and associated uncertainties. The autonomous navigation strategy, which is solely based on optical measurements, begins as soon as the body becomes resolved in the navigation camera and terminates
at the start of proximity operations, when the spacecraft makes its first trajectory correction
to stay in the vicinity of the body. Our strategy uses multiple image-processing algorithms:
light-curve analysis for estimating the target body’s rotation rate, Shape-from-Silhouette for
reconstructing the 3D shape and estimating its rotation pole, and feature tracking tailored
to Small-Body images for estimating relative navigation parameters. We used the Mission
Analysis, Operations, and Navigation Toolkit Environment (MONTE) developed by the Jet
Propulsion Laboratory to evaluate the feasibility of this multi-phase navigation strategy using
simulated images of an approach trajectory. We used the Rosetta mission data to generate
photorealistic images to characterise the performance of this approach. This work is based
on the assumptions that the spacecraft attitude is known, the body is a principal-axis rotator,
a-priori estimates of ephemerides and scale are available, and the body is observed from a
zero sun phase only during initial approach. Preliminary results show orbit determination
performance that is on par with the human navigation from the Rosetta mission; albeit with
a 1% bias in spacecraft-target radial distance estimate. The bias error is likely due to the
robustness and accuracy of the visual tracking under dynamic lighting conditions and perspective changes, which decrease accuracy.

INTRODUCTION
There is a growing interest in Small Bodies, evidenced by recent scientific successes from NASA’s OSIRISREx and JAXA’s Hayabusa2 missions, as well as contributions from past missions such as Rosetta and NEAR
Shoemaker.1–4 In addition to pushing the boundaries of planetary science, these celestial bodies are being
targeted in future missions to assess planetary defense strategies (e.g. through DART, a mission planned to
intercept the binary asteroid system Didymos in 2022),5 and are seen as fruitful loci for In-Situ Resource
Utilization.6
The diversity, abundance, and relative accessibility of Small Bodies make them a suitable and compelling
target to advance autonomy for space exploration: they offer an adequately challenging environment with a
unique balance between an a-priori unknown environment and one where the interaction between the spacecraft and body is dynamic, albeit more forgiving in nature, due to its low gravity.7 Learning to autonomously
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reach and operate in such environments provides a stepping stone toward more complex autonomous missions.
Missions toward Small Bodies can be generally divided into three phases: cruise, approach, and either flyby or proximity operations, depending on mission design. We define the beginning of the approach phase (and
hence the end of cruise) as the moment the target body becomes resolved by the onboard camera and the end
of the approach phase when the spacecraft makes its first trajectory correction to remain in the vicinity of the
body, which marks the start of proximity operations. This paper focuses on the approach phase, particularly
on autonomous navigation strategies aimed at fulfilling the most representative requirements related to this
part of the mission.
When approaching a Small Body, it is critical to recover an early spacecraft-target relative trajectory estimate, and plan potential trajectory correction maneuvers beforehand. Lack of such preliminary knowledge
can yield to severe consequences for the mission, including missing nominal orbit insertion for proximity
operations. For example, if such insertion maneuvers are missed and the spacecraft passes by the target, the
∆V required to return to the target could exceed the mission capabilities; at the same time, relative navigation
would be challenged by the lack of optical data from the target, which would arguably be observed from the
dark side.8 As such, standard navigation strategies are based on the intensive use of both radiometric tracking
measurements, performed from ground stations, and optical measurements of the target body taken by the
onboard camera.9 Radiometric data provides the line-of-sight range and velocity with respect to the Earth,
while the optical ones serve to recover body relative navigation parameters. Optical data include centroids
of the body during distant approach and landmarks on the body surface at closer distances (and hence higher
imaging resolution). The use of the latter for orbit determination requires an estimate of several Small-Body
physical properties to relate fixed surface landmarks to the inertial reference frame. The main characteristics
of interest are the body’s center of rotation, its pole orientation, its angular velocity magnitude, its overall
size (called scale in the following) and its 3D shape model. Usually, most of these parameters require to be
jointly and concurrently estimated throughout the orbit determination process. For instance, shape modeling
is usually based on Stereo Photoclinometry (SPC), a sophisticated technique requiring good-quality images,
which are manually selected, and precise tracking of fixed surface landmarks.10 The selection and tracking of
landmarks is carried out by the optical navigation team, where operators, backed by radiometric tracking data,
process and analyze images, detect optical measurements, and reject outliers through an iterative process. In
the current human-intensive process, different teams of experts must carefully coordinate and continuously
iterate as the estimated parameters are strongly coupled. This process drives the complexity of mission operations, imposes limitations on what can be achieved given the coupling and time-delayed information, and
increases overall mission cost.
In this paper, we present an optical-based autonomous orbit determination strategy suitable for the approach
phase of a small unexplored body, which could, in principle, run onboard without human intervention. In the
context of autonomous exploration missions, previous work has focused on cruise-phase navigation, proximity operations and landing.11–14 However, the approach phase of Small Body missions is characterized
by distinctive challenges, which makes it a unique and separate problem to tackle. The estimation pipeline
we propose is solely based on images taken by the onboard camera, and hence does not necessitate radiometric tracking for navigation. During the approach, the resolution of sampled images constantly increases
and, consequently, so does the observability of the parameters of interest. This strategy uses different image
processing and estimation techniques at every stage, each technique well matched to the resolution of the
imagery of that stage. In this way, we start the estimation process as early as the body becomes resolved in
the images of the navigation camera (at subpixel resolution).
In the following, we firstly define the problem statement addressed. Next, we provide an overview of the
selected strategy, followed by the description of all its subparts. Finally, we present the simulation setup used
to validate said strategy, and we conclude with a discussion on the results obtained.
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PROBLEM STATEMENT
Given a spacecraft approaching a Small Body, we aim to recover a set of parameters of interest for navigation within a level of uncertainty comparable to the current state of the practice, solely using images acquired
by an onboard navigation camera during approach. These parameters are the spacecraft position and velocity
relative to the target; the target’s shape, its pole, its rotation rate, surface landmark positions, scale factor
of the body size (namely scale), and the gravitational parameter µ; in some parts of the approach, the estimated parameters also include Orbital Control Maneuvers (OCM).8, 15 This process is based on the following
assumptions:
1. The spacecraft attitude is known, typically from star trackers.
2. The target body rotates about its principal axis. To date, this assumption has been held for Small Bodies
visited by spacecraft.
3. The camera boresight axis is pointing toward the target body’s center of rotation. While centroid
estimation is a well-studied problem in optical navigation,12 the impact of estimation error for such a
parameter is not addressed in this paper.
4. Only good-quality images are used. Space images are potentially affected by misleading data, e.g.
CCD artifacts or Single Event Upsets.15 No routines to detect and correct for such factors have been
used in this work.
5. A-priori estimates on spacecraft and target ephemeris obtained during the cruise phase are available.
6. An a-priori estimate of the body scale is also available. This usually comes from ground-based (or
space telescopes) albedo measurements performed prior to the mission.16
7. Images do not exhibit any optical distortion since optical distortion can be effectively corrected through
camera calibration. Undistorted images are assumed here for simplicity since they would not conceptually change the strategy and algorithms.
8. For the mere purpose of shape and pole estimation, the angle between the sunlight vector and the camera boresight (i.e. the so-called phase angle) is equal to zero. Such an angle is related to the mission’s
designed trajectory, i.e. the geometry of the Sun-spacecraft-target system during the approach.
Some of these assumptions can be relaxed in parts of the process, as denoted in the following sections.
APPROACH STRATEGY OVERVIEW
During approach, the size of the target in the image grows from occupying less than a single pixel at the
beginning of the phase to occupying the entire image when in proximity to the body. Image resolution affects
the observability of the parameters of interest, which steadily increases throughout the approach. Poorly
resolved images of the body sampled in the early approach phases are not sufficient to distinctly observe
surface landmarks; however, they can provide adequate information to characterize the body’s rotation rate
and, eventually, its pole orientation. Considering this, we divide the estimation pipeline into three distinct but
potentially overlapping phases, each recovering a different set of parameters. A schematic of this process is
shown in Figure 1.
In Phase 1, the body’s visible area spans from less than a single pixel (subpixel) to tens of pixels. Here,
we estimate the body’s rotation rate using a standard Light Curve Analysis method.17 This method provides
a good-quality preliminary measurement, which seeds the following phases.
In Phase 2, the body’s visible area spans tens to hundreds of pixels. Here, we first estimate the body’s pole
orientation and then shape. In this phase, no surface details are discernible yet; however, the limb of the body
appears with distinctive characteristics. We use a Shape-from-Silhouette (SfS) algorithm to estimate the pole

3

Figure 1: Phased approach schematic

and shape, making use of limb evolution over time using frequent imaging and the rotation rate knowledge
from Phase 1.17
In Phase 3, the body’s visible area is hundreds of pixels or higher. In this phase, it is possible to identify
and track surface landmarks for precise relative navigation. An automated feature-tracking technique is used
to both detect and match landmarks in subsequent images. These optical measurements are then processed
through a batch least-squares filter to determine the relative orbit. The estimates from Phases 1 and 2 are
used to initialize the a-priori dynamics model and related covariances; then, they are further refined through
a state estimation process.
In this work, we evaluate performance of rotation rate estimation in Phase 1, shape and pole estimation in
Phase 2, and the entire orbit determination process in Phase 3. It has to be noted that we do not study fullstate estimation throughout Phases 1 and 2, whereby landmarks are not visible yet, and in which we assume
legacy, centerfinding-based, autonomous optical navigation techniques, such as AutoNav, can be employed.12
SIMULATION SETUP
In order to test and validate our estimation pipeline, we constructed a simulation environment to reproduce
realistic approach scenarios, evaluate performance, and compare the results obtained with reference data.
Reference Mission
The reference mission selected for this study is Rosetta, the European Space Agency project that visited
comet 67P Churyumov-Gerasimenko between August 2014 and September 2016.18 A rich dataset is available
from this mission, which eases the reconstruction of a virtual ‘ground truth’ to simulate the approach phase.
In particular, we used the dataset available in the NAIF SPICE kernel repository to reconstruct spacecraft and
comet trajectories and attitudes, body-fixed frames data and clock data.19 These were used to compose the
ground truth for simulations. Moreover, the bilobed shape of comet 67P makes it a particularly challenging
and interesting target for autonomous navigation, in terms of shape modeling, landmarks estimation, and
lighting conditions.
Image Rendering
To simulate an optical-based navigation pipeline, it is key to rely on realistic images that accurately mirror
the ones sampled onboard. On the one hand, using real images taken by the Rosetta spacecraft during the
mission, for this purpose, would ensure realism. On the other hand, employing an already-existent dataset
would make it difficult to experiment with different operational scenarios, such as varying sampling frequency, pointing, image specifications, and so on. Furthermore, the sampling frequency adopted for Rosetta
is suitable for human-based navigation, i.e. considering light time, downlink and processing constraints. For
a fully autonomous approach though, images can be processed onboard, allowing more frequent sampling,
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((a)) Synthetic image

((b)) Real image from Rosetta’s NAVCAM

Figure 2: Comparison between real and synthetic images

which reduces scene changes from frame to frame and generally enhances the performance of conventional
feature-tracking strategies. In this case, the main limitation would come from onboard computational power.
In light of such considerations, we base our navigation pipeline on synthetic images, rendered by an adhoc algorithm. The goal here is to make simulated images as similar to real ones as possible. We reproduce
camera and target body poses, as well as sunlight vector, from SPICE kernels data. We then use a state-ofthe-art shape model of comet 67P for 3D data of the body to render [. . . ] and Rosetta’s navigation camera
(NAVCAM) specifications to reproduce the camera calibration matrix.8 We finally employ the Blender Cycles
rendering engine, based on light ray tracing, to obtain realistic lighting conditions that include light reflection
from the surface.20 A comparison between a sample synthetic image, and the corresponding real image,
is shown in Figure 2. One key difference is that no albedo map of the comet is used for rendered images,
whereby an average surface albedo is assumed; therefore, whilst the synthetic image resembles the true one in
terms of surface patterns due to shading, they differ in photometric properties. Apart from an arguable effect
on feature tracking (which will be discussed later), this difference does not present relevant implications on
the other image processing algorithms utilized.
Simulation Environment
We use the Mission Analysis, Operations, and Navigation Toolkit Environment (MONTE), developed by
the Jet Propulsion Laboratory, to simulate the approach scenario and perform orbit determination throughout
it.21 MONTE offers state-of-the-art astrodynamics and navigation libraries, with which we defined the dynamics and navigation camera model; it is then used to set up and run the navigation filter, obtain the orbit
determination solution, process measurements, and analyze results.
PHASE 1: PERIODICITY ESTIMATION
As previously mentioned, the pipeline starts with the estimation of target body’s rotation rate, which is
observable from subpixel resolution. Periodicity estimation is a well-studied astrometric problem, which
involves the analysis of the so-called Light Curve.15 The Light Curve is, for a given set of images, the
evolution of image brightness (i.e. the sum of all pixel values) over time. For rotating bodies, this signal
usually contains precious information to recover the rotation rate. In this work, we rely on the results obtained
by Bandyopadhyay et al., who also studied autonomous periodicity estimation during the Rosetta approach
phase.17 They use a Fast Fourier Transform (FFT) algorithm to estimate such rotation rate from a given
set of images. This method is fully automatable, and does not need to rely neither on priors of spacecraft
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and target ephemerides, nor priors on the target scale, as it is entirely based on imaging data. Furthermore,
there is potential to relax the assumptions on perfectly known attitude and center-pointing boresight axis, to
the extent of having the target body within the camera field-of-view. This is because, for properly-sampled
images, the Light Curve intensity mostly comes from the pixel cluster related to the target body, and can be
computed even when such a cluster is shifted with respect to center of the field-of-view.
Bandyopadhyay et al. successfully applied FFT to recover comet 67P’s rotation rate, by using both real
images from the Rosetta approach phase and synthetic images, in two different case studies. In the first case,
the solution converges within 10 days from the beginning of the approach. This period of time is in line with
periodicity estimation obtained during Rosetta operations.15 The current sampling frequency and number of
samples in the Light Curve yields to an error of less than 1%. However, they do not perform a thorough
search over different Light Curve setups, e.g. varying sampling frequency, and hence this solution could be
further optimized in future work.
PHASE 2: SHAPE AND POLE ESTIMATION
Once the resolution suffices to detect any body limb’s traits (usually starting from tens-of-pixel in area),
shape and pole orientation of such body can be autonomously estimated as well. Although no distinctive surface features are usually visible at this stage, the body silhouette and its evolution over time can be observed.
We establish our work on the Shape-from-Silhouette (SfS) algorithm also presented by Bandyopadhyay et al.
in the aforementioned paper.17 This is a voxel-based algorithm to reconstruct the visual hull of the target body
and estimate pole orientation by using the reconstructed 3D shape model.22 Here, we use a new algorithmic
solution based on the implementation for visual hull reconstruction proposed by Forbes.23
Shape Estimation
The process of shape reconstruction involves observing the target body from multiple points of view (as the
body rotates about its spin axis and the spacecraft is approaching), and hence observing multiple silhouettes.
The algorithm used is summarized in the following. First, a set of volumetric elements (i.e. voxels) is defined,
which represents the discretized initial guess for the target shape. Then, for each image analyzed, all such
voxels are projected onto the camera plane (i.e. 3D-to-2D projections), so that they can be compared to the
observed silhouette. After this projection, all voxels that lie outside the silhouette accrue a penalty score. The
process is repeated for each image analyzed. Lastly, when a voxel’s score reaches a certain user-set threshold,
such element is erased from the current set. The final estimate of the shape is given by the remaining voxel
set and their position in a predefined body-fixed frame. In this process, both imaging frequency and voxel
resolution are adaptive, so to always be optimal for the given image resolution. Whilst this technique finds its
best fit to estimate the shape of non-spherical bodies (such as comet Churyumov-Gerasimenko), due to the
increased observability, it has been proven effective even when used with targets more similar to a sphere.17
We simulated shape estimation for comet 67P in two different case studies: when approaching the body
from a constant 0-degree and when from a 45-degree latitude∗ , so to evaluate the impact of different approach
geometries (i.e. approach vector and target body orientation) on estimation† . In both the cases, the sunlight
phase angle, i.e. the angle between the light vector coming from the Sun and the camera boresight axis,
is set equal to zero, as stated in our assumptions. As a shape modeling error metric, we computed the
Hausdorff distance between the estimated shape and both the ground truth shape and the visual hull. Results
are presented in Figure 3(a).
In both latitude cases, the estimated shape converges to an offset with respect to the ground truth. This
is due to an intrinsic limitation of SfS algorithms: the mere use of silhouette information sampled from a
constant latitude‡ makes it impossible to obtain a shape estimate more accurate than the related visual hull,
∗ Latitude is defined here with respect to the target body-fixed frame. For example, a spacecraft approaching the target from the North
pole would have a 90-degree latitude.
† In real operations, the approach latitude would be possibly limited by sunlight phase angle requirements, so to have the best lighting
conditions on the body during the approach.
‡ While we simulated the approach from a constant latitude here, this is a worst-case scenario: in a real case, latitude is usually
changing, to some extent, during approach, providing further observability of the body’s shape.
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((a))

((b))

Figure 3: Shape-from-Silhouette estimation statistics

since the concavities always lying inside the silhouette are not observable.22 Nevertheless, the error with
respect to the ideal visual hull highlights good performance of the algorithm, as it approaches zero while the
resolution (and hence the observability) increases.
Pole Estimation
The convex hull recovered by SfS can then be leveraged to estimate the orientation of the pole around
which the target body rotates. To do this, the following process is performed. A pole orientation hypothesis
is defined, and the estimated convex hull is rotated according to such hypothesis. Then, for each frame, the
body is rotated according to the angular velocity estimate provided by Phase 1∗ . At every time step, the body
is projected into the camera plane, so to compute the 2D area visible from the camera. Lastly, the overlap
error  between such visual hull reprojection (Ih ) and the actual image silhouette (I0 ) is calculated, as defined
by Equation (1); the goal is to use this overlap as the measure of how close the hypothesized pole is to the
real one.
(Ih , I0 ) =

A(I0 ∪ Ih ) − A(I0 ∩ Ih )
A(I0 )

(1)

By definition,  tends to zero while the pole hypothesis tends to the true one. An example of the overlap
error distribution for comet 67P is shown in Figure 4. We can empirically verify that a local minimum in the
error metric corresponds to the true pole orientation. However, a second global minimum (and hence a “pole
alias”) can be spotted, where the latitude is the same as the true pole and the boresight angle is shifted 180
degrees.
Now, we claim that it is possible to correlate the overlap error with confidence (or likelihood) in the
pole estimate. Due to image pixelation, deriving an analytical relation between the two quantities is not
straightforward. However, from empirical observations (e.g. Figure 4), we can deduce the approximation
presented in Equation (2), where L is the pole estimate likelihood.
L(β, φ) ∼

1
(Ih , I0 )


(2)

This relation is used to merely evaluate likelihood values in relation with the other ones in the same case
study. Once the likelihood function is defined, a local Gaussian fit (in the local minima neighborhood)
∗ Given the precision of the rotation rate estimate obtained in Phase 1, the maximum phase error of the rotated convex hull is in the
order of 10−3 degrees, which is considered negligible here.
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Figure 4: Colormap representing the overlap error between predicted and observed shapes. Euler angles
defining the pole are illustrated as well.

can finally be performed, so to obtain pole orientation expected value and standard deviation, through a
Maximum-Likelihood-Estimation approach. Referring to the same approach cases presented previously, a
pole estimate can be obtained, and its 1-σ standard deviation trend is shown in Figure 3(b).
PHASE 3: LANDMARK-BASED NAVIGATION
Phase 2 terminates when landmarks on the surface of the body become clearly observable, i.e. they are
distinguishable from each other and trackable over multiple images. In this paper, we define landmarks as
the 3D position of a reference point lying on the surface of the target body. We then define features as
the reprojection of landmarks in the 2D camera plane. In other words, a feature is the observable of the
corresponding landmark, from the camera perspective.
In Phase 3, landmarks can be used for relative navigation. We adopted the process shown in Figure 5: first,
a feature tracking algorithm is used to process the image sequence to detect and track optical measurements
(i.e. features). Second, both a dynamics and a camera model are defined with available knowledge. Then, a
first navigation filter iteration is run, and a preliminary Orbit Determination (OD) solution is obtained. The
latter is used for a-posteriori outliers rejection, and to update the measurements set. Finally, the updated
measurements set is fed into multiple filter iterations, and a definitive OD solution is finally computed.

Figure 5: Autonomous orbit determination process schematic

Feature Tracking
Because our estimation strategy is based on images only, without any radiometric tracking triangulation,
it is key to rely on good-quality optical measurements. Ideally, we aim to obtain measurements which are
unbiased, have a gaussian error distribution and are observed over a relatively large number of images, to
increase estimation performance. Furthermore, the natural rotation of the body makes a feature alternate
periods of visibility with periods of eclipse (when the feature lies on the back side of the body), from which
the need to recover features over multiple body rotations. In addition, the surface appearance of a Small
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Body, as seen from an approaching spacecraft camera, is subject to notable changes: the combination of the
body’s rotating motion and the inertially quasi-static direction of the sunlight vector produces variations in
both lighting conditions and perspective of the surface, as shown in Figure 6. These phenomena decrease
performance of many feature tracking algorithms.

Figure 6: Two surface areas of interest (AOIs) as seen from different perspective and lighting conditions.
The AOI’s central pixel always represent the same point on the surface
Most existing feature trackers are designed for working with terrestrial images and so were designed to
find and describe features that exist due to local albedo variations, i.e. sharp differences in gradients such
as from corners or sudden changes in colors. The descriptors are also designed to work with such images.
In particular, they can handle changes in gradient or overall illumination changes but can fail when other
sharp changes are introduced, such as the presence of a shadow region close to the feature. An example
of a mechanism of failure would be in determining the orientation of a feature in SIFT: the orientation is
determined by calculating the local gradients of individual features, once the position and scale is determined.
Hence, the introduction of a shadow in the subregion around the feature would cause a large change in many
of the local pixel orientations, giving those new orientations large magnitudes due to the sharp contrast and
heavily biasing the histogram used to determine the overall orientation. Since the underlying descriptor is
then based on the orientations of subwindows around that pixel, the descriptor vector can be completely
changed. By a similar mechanism, the shifting of where the shadows are relative to the feature will also
change which subwindows have those sharp gradients and orientations with large magnitudes. This can be
seen in Figure 6, showing simulated subregions of a Small Body under varying lighting and perspective. With
this kind of image templates, state-of-the-art descriptors can vary excessively. Nevertheless, it is still possible
to determine that it is the same image patch, with visual inspection.
To address these deficiencies, we trained a Convolutional Neural Network (CNN) to process an image
patch and produce a descriptor vector which is robust to changes in shadows, lighting, and orientation (i.e.
observer-to-surface perspective). The base architecture used was a VGG-16 network, reduced to take in
32 × 32 image patches, with the final tensor layer modified with a maximum activation layer along with L2
normalization to output 64 floating values (the same size as a SURF descriptor vector). For more details in
architecture and training, see Harvard et al.24 where a similar network was designed and trained using the
same contrastive loss function.
The data for training the network was synthetically generated using Blender Cycles, with image patches for
positive and negative matches determined by ray-tracing on randomly generated small bodies. For validation
data, real Rosetta images were used, together with SPICE-based NAVCAM poses and ground-truth shape
model. Regularly spaced features were sampled across images and detection algorithms were run to determine descriptors for those features; resulting descriptors were then used to find matches through standard
cross-matching. Since the features were generated with ray-tracing, the feature correspondences were known
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a-priori, so the matching efficacy could be evaluated. It was observed that the CNN descriptors substantially
outperformed conventional descriptor algorithms even when using real data for evaluation. A sample of the
performance over training epochs is shown in Figure 7, where the values are the number of correctly matched
features between two Rosetta images after a full rotation.

Figure 7: Resulting correct matches of the CNN descriptors applied to two Rosetta images, compared against
SURF and BRIEF descriptors

Dynamics and Camera Model
In this implementation, MONTE’s dynamics model accounts for two forces: (1) gravity, from Solar System’s planets, Sun, and target body, and (2) Orbital Control Maneuvers performed by the spacecraft. Given
the limited time frame of the chosen simulation, other non-gravitational effects, e.g. Solar Radiation Pressure,
are neglected here. The Solar System’s gravity is based on planetary ephemerides DE430,19 the target body’s
gravity on a-priori estimates (e.g. from ground observations and density assumptions), whereas OCMs on
a-priori data from the Rosetta operations, so to reproduce realistic errors given by pre-mission knowledge.
In the following, while describing aspects of the dynamics model, only a-priori data are treated, and hence
the term a priori will be tacit. Both spacecraft and target orbits are given. Spacecraft attitude is known, as
stated in our assumptions. The target body is defined as a purely spinning rigid body, whose rotation rate
and pole orientation result from Phase 1 and Phase 2 estimates, respectively. Finally, landmarks estimates
are given by the following process. Given the spacecraft and target relative pose, one observed feature, and
the camera model (described below), an ellipsoid representing the target spatial boundaries is defined; the
magnitude of the ellipsoid’s axes comes from ground-based astrometric observations on the body size and
shape. At this point, ray tracing is used to project the bidimensional feature into the 3D space, by finding the
intersection between the ray (which starts from the camera focal point and passes through the feature) and
said ellipsoid∗ . This intersection represents the estimate for the observed landmark. This ray tracing process
is repeated for all observed features. By using this set of priors, the dynamics model is completely defined.
The model is then propagated and used in the filtering prediction step.
A pinhole camera model is also defined, to properly transform optical measurements coordinates from pixel
to length unit, and vice versa.25 For this purpose, Rosetta’s NAVCAM (Navigation Camera) specifications
are employed.8 The camera has a 5-degree field of view, and 1024x1024 resolution. The only difference from
NAVCAM is that we assume images with zero optical distortion, as specified in the assumptions set.
∗ For the purpose of ray tracing, the shape model from SfS could have been used as well, most likely providing more accurate
landmarks initialization. However, because the SfS process is currently based on the zero-sunlight-phase assumption, whereas landmarkbased navigation is not, we leave generality here and assume no SfS shape estimate is available.
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Filter Setup
A batch least-squares filter is used to compute the orbit determination solution. We define three different
types of estimated parameters: dynamic, bias and consider. The full setup is presented in Table 1. The
filtering process includes a postfit outliers rejection step (described below) and multiple fitting iterations
(Figure 5). The stopping condition in the iterative process is given by Equation (3), where FRM S is the root
mean square of feature residuals, i is the filter iteration index, and δ is a user-set tolerance.
FRM S (i) − FRM S (i − 1) ≤ δ

(3)

Postift Outliers Rejection
After the first filter iteration, postfit measurement residuals are processed in order to detect any evident
outliers. To define outliers, we adopt the 3-σ rule: for each residual exceeding the residuals’ 3-σ standard
deviation, the corresponding feature is detected, and all the measurements related to such feature are erased.
The idea behind this is that feature tracks should always be consistent from each other and with the estimated
relative dynamics, because (1) they lie on the surface of the same rigid body, and hence their residual computed through the predicted dynamics should be relatively small and (2) features that are properly tracked
should not have a standard deviation higher than one pixel, as all feature trackers we use have subpixel
precision.
ORBIT DETERMINATION SETUP AND RESULTS
In order to evaluate orbit determination performance related to Phase 3, given the priors obtained during
Phases 1 and 2, we simulated part of the Rosetta approach phase in MONTE. Table 2 provides an overview of
the simulation setup. We chose a trajectory that includes the transition between the Far Approach Trajectory
(FAT) and the Close Approach Trajectory (CAT), including the CAT-preinsertion firing.8 In this way, we can
also assess the effect of spacecraft maneuvers on orbit determination. Image resolution within this trajectory
suffices to detect and track surface landmarks for optical navigation, although with a much lower level of
details with respect to the subsequent mapping phase.
The a-priori covariance values we defined (Table 1) are representative values for Small-Body approach
mission phases. To provide some generality to this study, we assume higher uncertainties with respect to the
Rosetta case.15
Results are divided into two parts: a covariance analysis and a Monte Carlo study.
Table 1: Setup of estimated parameters in the navigation filter
Param. Name
S/C position
S/C velocity
Comet orbit
Comet Scale Factor
Comet Pole RA,Dec
Comet Prime Meridian
Comet Spin Rate
Comet µ
Orbit. Control Maneuver
Landmark Positions

Type

A-priori 1-σ

Unit

Dynamic
Dynamic
Consider
Bias
Bias
Bias
Bias
Bias
Bias
Bias

[50,50,50]
[10,10,10]
Set-III Orbital Elements [...]
0.2
10
2
1
2 · 10−7
[0.16, 1.16, 1.09] · 10−1 and 2
[100,0.043,0.043] in RTN frame

km
cm/s
N/A
deg
deg
deg/day
km3 /s2
m/s and s
km

Posterior Navigation State Uncertainty Analysis
Figure 8 shows the evolution of uncertainty for spacecraft position and TCA. As expected, estimation
precision in the camera plane directions is orders of magnitude higher than in camera boresight direction.
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Table 2: Phase 3 approach simulation setup
Param. Name

Value

Start Epoch
End Epoch
Maneuver Name
Image Sampling Frequency
Batch Filter Update Period
Initial distance
Final distance
Image resolution
Filter Stopping Condition Tolerance (δ)

02-AUG-2014 23:21:22.812 UTC
03-AUG-2014 11:22:22.812 UTC
OCM 0803
2.5 minutes
1 hour
397 km
292 km
34 m/pixel
1 · 10−3

Posterior covariances computed by the estimator are in line with Rosetta Navigation Analysis predictions.8
However, given our assumptions on a-prioris for the performed maneuver, an increase in TCA can be noticed.
This can be justified by the maneuver’s Delta-V magnitude being in the same order of the spacecraft-target
current relative velocity.

Figure 8: Uncertainty evolution of S/C position in Radial, Transverse, Normal (RTN) frame and Time of
Closest Approach (TCA)

Monte Carlo Simulation
Finally, we performed 100 orbit determination trials with off-nominal conditions, randomly sampling the
estimated parameters within their 1-σ domain. Spacecraft position estimates of all the samples are collected
in Figure 9. Under these assumptions, the filter never diverges and always converges in the vicinity of the
true solution. Radial position estimates are always well contained within the formal covariance bounds; however, the solution appear to be affected by a systematic error of around 3 km in Radial and 100 m at most
in Transverse and Normal coordinates. This is likely due to feature tracking performance: as previously
discussed, the small body environment, with its dynamical perspective and lighting conditions, presents challenges for state-of-the-art feature trackers, and more work is required to increase robustness with respect of
such variables, when performing automatic visual feature tracking in this context.
CONCLUSION
In this paper, we showcase a multi-phase autonomous navigation pipeline which traverses the whole approach phase, adapting to large scale changes, from subpixel-resolution images to close proximity. We start
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Figure 9: Monte Carlo simulation results and comparison with formal uncertainty

estimating the target body rotation rate, followed by pole and shape. Finally, we use such parameters as
inputs for relative navigation. We assess its performance and conclude, from preliminary results, that covariance evolution is in line with the Rosetta mission. However, we highlight how state-of-the-art visual feature
trackers are challenged by lighting and geometry changes that characterize this scenario, and how this phenomenon is affecting orbit determination, introducing a bias. Several improvements are foreseen for future
work. First, we will address feature tracking techniques which are robust to dynamic lighting and geometry
conditions, so to diminish (or completely remove) the bias in OD. Second, the development of a more sophisticated measurement rejection methodology, especially able to detect outliers with good statistical behavior
(e.g. low residuals standard deviation). Third, we will study OD performance when relaxing the assumptions
stated in this study, for example, estimating the body’s shape with non-zero sunlight phase. Furthermore, it
is of interest to include closed-loop Guidance and Control into the autonomous pipeline, and extending the
whole process to Phases 1 and 2, so to assess how off-nominal conditions affect estimation of far-approach
algorithms. Finally, we aim to extend this analysis to different small bodies, especially the ones presenting a
more-symmetrical shape and different terrain topography.
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