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ABSTRACT
We have mapped flooded areas in data collected by the
NASA/JPL Uninhabited Aerial Vehicle Synthetic Aperture
Radar (UAVSAR) using two convolutional neural network
(CNN) image classifier architectures: U-Net and SegNet.
Our study area was a region around Houston, TX, USA
affected by widespread flooding in 2017 due to Hurricane
Harvey. To train and test the classifiers, we manually labelled over 10000 image segments in two flight lines. Both
U-Net and SegNet yielded higher accuracy than a previous
non-machine learning classifier we used as a baseline. U-Net
had slightly higher accuracy than SegNet. The classifiers performed better in areas with more homogeneous land cover.
To independently validate the classifier accuracy we used
NOAA aerial imagery, with overall accuracy around 80%.
Future work includes assessing the classifier robustness in
other study areas, assessing the classifier dependence on
UAVSAR incidence angle, particularly for open water and
bare ground, and collecting more training data, particularly
in urban areas. This study demonstrates the potential of CNN
image classifiers for mapping flooded areas in airborne polarimetric SAR imagery, and for land cover classification of
polarimetric SAR imagery more generally.
1. INTRODUCTION
Flooding is one of the most common natural disasters, and is
the leading cause of natural disaster fatalities worldwide [1].
Identifying flooded areas quickly and accurately can improve
disaster response effectiveness. Many studies have shown that
synthetic aperture radar (SAR) can be used to map flooded
areas (e.g., [2–5]). Most studies on flood mapping with SAR
have used data from spaceborne SAR due to the greater spatial coverage and availability of these data compared to airborne sensors. However, airborne SAR can be invaluable in a
disaster response situation because aircraft can fly over high
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priority areas as needed, while spaceborne sensors have limited temporal resolution and a fixed repeat period. Flood mapping using spaceborne SAR is often approached as a change
detection problem. Flooded areas can be detected by looking for changes in radar backscatter between pre-flood and
flooded conditions [4], or by identifying areas of low interferometric coherence [2]. However, when using airborne SAR,
change detection methods generally cannot be applied because there is no SAR data available from before the flooding occurred. We have therefore approached flood mapping
in airborne SAR imagery as an image classification problem,
using a single SAR image collected during the flooding event.
Recently, convolutional neural networks (CNNs) have
been shown to be a powerful image classification method.
CNN classifier architectures such as U-Net [6] and SegNet
[7] have been used to effectively classify images in a wide
variety of contexts and application areas. After training, the
networks are also very fast to run [6, 7].
In this study, we used CNN image classifiers to map flooding in data collected by the NASA/JPL Uninhabited Aerial
Vehicle Synthetic Aperture Radar (UAVSAR). We used data
acquired in August-September of 2017 around Houston, TX,
USA after Hurricane Harvey caused widespread flooding
throughout the region. UAVSAR is a polarimetric L-band
SAR mounted on a NASA operated Gulfstream-III aircraft.
A previous flood mapping method using UAVSAR data was
proposed by Chapman [3], which used the Freeman-Durden
polarimetric decomposition to identify flooded areas using a
decision tree with manually set thresholds.
The objectives of this study were to demonstrate the
viability of CNN image classifiers for flood mapping with
airborne SAR, and to determine if CNNs could improve the
accuracy compared to previous methods. To accomplish
these goals, we manually generated a large dataset of labelled
flooded/non-flooded regions coincident with the UAVSAR
data. These manual labels were used to train U-Net [6] and
SegNet [7] classifiers, and to test their accuracy. We compared the accuracy of these classifiers to that of the Chapman
method [3] using standard metrics. We validated the results
using a publicly available collection of aerial digital camera
imagery collected by the National Oceanic and Atmospheric
Administration (NOAA) on the same dates as the UAVSAR
acquisitions.

3.2. Manual Labelling and Selection of Training and Test
Data

Fig. 1. Overview map showing the U-Net predicted classes
from UAVSAR data of Hurricane Harvey flooding.

2. DATA & STUDY AREA
We used polarimetric SAR (PolSAR) ground range detected
(GRD) UAVSAR data products, which are available online
at https://uavsar.jpl.nasa.gov. The data were collected on August 31–September 1, 2017 in areas struck by Hurricane Harvey. A map showing the study area (and U-Net predicted
classes) is shown in Figure 1.

3. METHODS
3.1. UAVSAR Pre-Processing
We implemented a pre-processing procedure to prepare the
UAVSAR data for input to the classifiers and to make manually labelling the data easier to perform. We first applied
an additional 5x5 multi-looking factor to the data in order to
reduce the data volume. We calculated γ 0 for each polarimetric channel in the Pauli basis from the UAVSAR GRD
products. We also performed the Freeman-Durden decomposition on the data, as the Freeman-Durden components are
used as input to the Chapman classifier [3]. We used the total
variation denoising filter on the Pauli and Freeman-Durden
channels before inputting the data to the classifiers.
We applied an image segmentation algorithm from the
open source RSGISLib software package [8] to the UAVSAR
Pauli RGB imagery, specifying a minimum segment size of 5
Ha (80 multi-looked pixels). Rather than manually labelling
each pixel, we applied a manual label to each image segment.
The segments were only used for manual labelling, they were
not used by the classifiers, which generated a pixel-wise classification.

CNN image classifiers require a large training dataset, and
we generated this by manually labelling the UAVSAR image segments. We created a Python script which showed
the UAVSAR Pauli RGB composite for a given image segment. It also displayed the same geographic area in a number
of reference datasets: Sentinel-2 optical bands, the 2017
ALOS-2/PALSAR-2 global mosaic, UAVSAR repeat-pass
coherence, and a high water mark flood map generated by the
USGS [9]. The USGS flood map could not be used to directly
train the classifiers, because it represents an estimate of the
maximum extent of flooding, compared to the UAVSAR data
which is an observation at a specific date and time. However, the USGS flood map was a helpful reference dataset to
improve the accuracy of the manual labels. UAVSAR collected data on multiple days of flooding, so we also used the
interferometric coherence between the first and last days of
the UAVSAR acquisitions as additional reference. Generally,
the interferometric coherence was lower in flooded areas,
because these areas were more likely to change between the
UAVSAR acquisitions than non-flooded areas. We used the
UAVSAR coherence to help generate the manual labels, but
not as input to the classifiers, because in a disaster response
situation it would take too long to wait multiple days between
flights to produce a flood map.
Based on the UAVSAR and reference imagery, a trained
radar analyst determined the appropriate class for each
UAVSAR image segment. In cases where the correct class
was unclear, the analyst would skip that image segment.
Skipped image segments were not used for training or validation of the classifiers. No manual labelling process is entirely
accurate due to human error. Therefore, we also independently validated our results using NOAA aerial imagery that
was not used during the labelling process.
We used the following classes when labelling the data:
open water, flooded vegetation, bare ground (or non-flooded
short vegetation such as agriculture), non-flooded vegetation,
and urban/other. Note that the urban/other class is assumed
to be non-flooded, since flooded urban areas are difficult to
identify in the UAVSAR imagery. We therefore focused on
detecting open water flooding and flooding in vegetated areas.
Detecting flooding in urban environments, where the polarimetric scattering behavior is more complex, is a potential area
of future work.
Manual labelling was performed for two UAVSAR flight
lines located along the Brazos and Neches Rivers. These two
flight lines are shown with dashed black borders in Figure 1.
The Western flight line is over the Brazos River, while the
Eastern flight line is over the Neches River. Over 5000 image
segments were labelled in each flight line, representing 10873
total image segments (covering over 3.5 million pixels).
After manual labelling, 20000 randomly located, over-

lapping 64x64 pixel image patches were extracted from
each flight line for training. Training patches were randomly flipped in both the horizontal and vertical directions. From each flight line, 150 randomly located, nonoverlapping 64x64 pixel image patches were extracted for
testing/validation. The testing image patches did not overlap
with any other patches, in order to keep these data separate
from the training data.
We trained the classifiers three times, first using both the
Brazos and Neches data, then using only the Brazos data, then
using only the Neches data. This allowed us to determine how
sensitive the classification accuracy was to different training
and testing areas. The classification accuracy for these different tests are reported in section 4. The U-Net predicted
classes shown in Figure 1 use both the Brazos and Neches
data for training.
3.3. CNN Image Classification
A thorough description of the U-Net [6] and SegNet [7] classifier architectures, or CNNs generally, is outside the scope
of this paper. In brief, CNNs are a form of deep learning
neural network which attempt to detect features and spatial
relationships within an image, and then use these features or
spatial relationships to produce a simplified representation of
the relevant content of the image [6, 7]. Based on that simplified representation, an image can be automatically classified.
CNNs are aware of the spatial structure of the input images,
which is advantageous compared to classifiers that consider
each pixel individually. In this study, we used 64x64 pixel
UAVSAR Pauli RGB image patches as input to the CNN classifiers. The trained classifiers predict a label for each pixel in
the image patch. To perform the classification for an entire
UAVSAR image, we split the image into 64x64 pixel image
patches, perform the classification, then mosaic the predicted
labels from each patch into the shape of the original image.

or unknown. Pixels classified as unknown were excluded
from the Chapman classifier accuracy calculation. For each
study area and classifier, we assessed the accuracy using the
validation patches extracted from the data as previously described. When using the validation image patches from both
the Neches and Brazos flight lines, the overall accuracy (OA)
of the Chapman, U-Net, and SegNet classifiers was 0.76,
0.87, and 0.85, respectively. When U-Net was trained using
the Neches data and validated using the Brazos data, the OA
decreased to 0.77. However, when U-Net was trained using
Brazos and validated using Neches, the OA increased to 0.89.
The Brazos area is more spatially heterogeneous, which likely
makes it more difficult to classify. The Chapman classifier
also has better OA when validated using the Neches labels
(0.80) compared to the Brazos labels (0.68).
We report SegNet results trained with both sites, but not
the individual sites, for brevity. In our tests, U-Net consistently yielded accuracies 0.02 higher than SegNet. We also do
not report the training accuracies, for brevity, but they tended
to be 0.02–0.04 higher than the validation scores. U-Net and
SegNet produced better classification accuracy than the Chapman classifier for both sites. However, the Chapman classifier
does not require any training. Instead, it is based on the theoretical polarimetric scattering expected from each class [3].
There were two main areas of confusion in the U-Net
and SegNet results: between the open water and bare ground
classes, as well as between the urban/other class and nonurban classes. The confusion between open water and bare
ground is due to the low radar backscatter of both these
classes, particularly at higher UAVSAR incidence angles.
These results could possibly be improved by incorporating
the UAVSAR incidence angle into the classifier, or by collecting additional training data that allows the classifier to better
recognize the spatial structure of these areas. The confusion
in the urban/other class could also likely be improved by collecting more urban training data, due to the heterogeneity of
urban environments compared to the other classes.

4. RESULTS & DISCUSSION
4.1. Testing Classifier Accuracy Using Manual Labels

4.2. Validation Using NOAA Aerial Imagery

Since we are primarily interested in mapping flooded areas,
we reduced the set of class labels to a binary classification
of non-flooded or flooded for the purposes of assessing the
classifier accuracy. However, we found that when training
the classifiers, it was better to do so on the multi-class data,
in order to separate different types of flooding which exhibit
different scattering mechanisms.
A summary of the results is reported in Table 1. The open
water and flooded vegetation classes were combined into a
flooded class, while the bare ground, non-flooded vegetation,
and urban/other classes were combined into a non-flooded
class. Note that the Chapman classification [3] has no urban/other class, it classifies each pixel as either open water,
flooded vegetation, non-flooded vegetation, bare ground,

We independently validated the classification using aerial imagery collected by NOAA on the same dates as the UAVSAR
acquisitions. We manually selected 131 validation points (68
non-flooded, 63 flooded) within the coverage area of the aerial
imagery. These locations are shown as white circles with a
black border in Figure 1. The distribution of the locations
is limited by the aerial imagery coverage. For each validation location, we manually identified the area as either nonflooded or flooded in the NOAA imagery. If we include the
urban/other class and consider it non-flooded, the overall accuracy between U-Net and the aerial imagery is 78.6%, with κ
of 0.57 (when U-Net was trained on both Brazos and Neches
data). If we exclude pixels classified as urban/other from the
results, the accuracy increases slightly, because some urban

Table 1. Classifier accuracy for different classification methods and training and validation sites. The table reports the
overall accuracy (OA), Cohen’s Kappa (κ), and F1 scores for
the non-flooded (N.-Fl.) and flooded (Fl.) classes. The best
values in each (Training Site, Validation Site) group are highlighted in boldface.
Validation Accuracy Metrics
Classifier Training Site Validation Site OA
κ F1 (N.-Fl.) F1 (Fl.)
Chapman N/A
U-Net
Both
SegNet
Both

Both
Both
Both

0.76 0.48
0.87 0.73
0.85 0.69

0.81
0.89
0.87

0.66
0.84
0.82

Chapman N/A
U-Net
Brazos

Neches
Neches

0.80 0.55
0.89 0.77

0.84
0.90

0.70
0.87

Chapman N/A
U-Net
Neches

Brazos
Brazos

0.68 0.36
0.77 0.54

0.73
0.80

0.60
0.74

areas in the NOAA aerial imagery were flooded, but the classifiers are unable to account for this. For the 108 remaining
non-urban validation locations (54 non-flooded, 54 flooded),
the overall accuracy of U-Net was 82.4%, with κ of 0.65.
5. CONCLUSIONS
We applied CNN image classifiers to detect flooded areas in
UAVSAR PolSAR imagery. To produce the data used to train
the CNN classifiers, we manually classified UAVSAR image
segments in areas affected by Hurricane Harvey in 2017. We
tested two widely used CNN image classifier architectures, UNet [6] and SegNet [7]. Both classifiers performed better than
a non-learning classification method that was used as a baseline [3]. U-Net yielded classification accuracy 2% higher than
SegNet in our tests. The classifiers performed better on the
Neches flight line than the Brazos flight line, due to the more
spatially heterogeneous environment in the Brazos River area.
We validated the classification accuracy using high resolution
aerial imagery collected by NOAA on the same dates as the
UAVSAR acquisitions, with overall accuracy around 80%.
There are a few areas of recommended future work. The
trained U-Net and SegNet classifiers could be applied to
UAVSAR data collected in other study areas, such as data
collected after Hurricane Florence swept through the Carolinas in 2018, in order to test robustness. The dependence of
the classification on UAVSAR incidence angle could also be
investigated, particularly for the open water and bare ground
classes, which are the two classes with the most confusion
besides the urban/other class. This could also assist with
future UAVSAR flight planning, to ensure that future data
collections over flooded areas are collected at optimal incidence angles. Another improvement would be to enhance the
classifier to detect flooding in urban areas. To do this, more
extensive training and validation data of flooded urban environments would be required. More extensive training data in

other land cover types could also potentially improve the accuracy and robustness of the classifiers further. Despite these
limitations, the results of this study suggest the potential of
CNN-based image classifiers to map flooded areas and other
types of land cover in PolSAR imagery.
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