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Abstract—The autonomous approach of a spacecraft to an
asteroid or comet (a small body) relies heavily on visual feature tracking to aid in estimating relative trajectories and the
properties of the small body. Feature tracking for small bodies
brings several challenges, including changing lighting, poor visual
texture, and a concentration of features in a small part of an
image. Six existing, open-source algorithms for feature tracking
were tested on a simulated dataset and compared to the ground
truth in the path of features. The main finding is that none
of the algorithms provide all of the desired characteristics of
long feature tracks with low errors and few outliers. Instead,
there is a trade-off between long feature tracks and low error.
The feature-matching algorithms SIFT, and BRISK provide good
error characteristics, but short feature tracks, whereas the optical
flow algorithm KLT provides long feature tracks, but with many
features of large error. Given the challenges in feature tracking,
it is recommended to focus development on each component
of a feature tracking system: detection, description, and outlier
rejection.

I. I NTRODUCTION
There is a substantial motivation for the exploration of small
bodies (asteroids and comets), for the scientific insights into
the origin of our solar system, as a test-bed for exploration
technology, and as a development pipeline for planetary defense purposes. With a large number of small bodies, there
is a desire to have autonomous spacecraft to explore them,
for: increasing the number of possible spacecraft, reducing the
operational cost, and increasing the capability of a spacecraft.
The push to autonomy is also driven by the future need for
enhanced autonomy when exploring outer planets and moons.
This report focuses on the stages of a small body mission
known as the approach, defined to be from initial observation
of the small body through to proximity operations, where
the full camera field of view is taken up by the target. The
challenge of an autonomous operations on approach to a small
body is the need to estimate and reduce the uncertainty of
a large set of coupled parameters, with the primary goal of
estimating the relative poses and velocities between small body
and spacecraft, as well as the spin rate, pole, and shape of the
small body. Such information is critical to be able to take
actions when closer to the body. Other than prior information
on predicted orbits, the primary source of information to
aid in this estimation is visual. Visual observation of star

fields give reliable spacecraft attitude information, but it is
the visual observations of the target body that are needed
for all relative information. These visual observations can
give information on rotation rate, through the light curve,
then initial estimates on pole and shape, through Shape from
Silhouette algorithms that use the limb of the small body
[1]. The accuracy of these techniques is not high enough,
though, for proximity operations. Visual feature tracking is
the next stage of algorithms to provide the needed accuracy in
parameter estimation. In feature tracking algorithms, salient
visual landmarks on the surface are tracked across multiple
images, and their movement in the image plane used in an
estimation routine to improve the estimates of the parameters
of interest (pole, spin, relative trajectory).
The ideal performance of a feature tracking algorithm
include:
•
•
•
•
•
•

To track a physical landmark with sub-pixel location
accuracy in each image for the duration of tracking.
For features to be tracked over all images in which it is
visible
To have an even distribution of features across the small
body
To have no outlying features with large errors
To recognize features again after one complete rotation
(loop closure)
To start tracking features when at large range (small pixel
area in the body)

The current state of the art in feature tracking for small bodies uses manual extraction of visual features by human operators between suggested patches. There is an automated alignment of the patches from there, using Stereo-PhotoClinometry
(SPC), but seeded by the human-selected features.
The goal of the work presented in this report is to do
autonomous feature tracking in an approach to a small body,
drawing on the mature state-of-the-art in feature tracking
from the computer vision domain. Algorithms from computer
vision, many openly available in the OpenCV [2] library, have
shown to be very effective for Earth-based applications. However, there are specific challenges that separate the problem
for small bodies:

1)
2)
3)
4)
5)

Low contrast features
Self-similar features
Changing lighting
Small fraction of image with visual texture
The movement of features is all concentrated on the
body at the center of the image
Six of the high-performing feature tracking algorithms from
robotics and computer vision fields for use on earth have been
tested for use on small bodies, as is presented in this report.
Limitations in the performance of these state-of-the-art
feature tracking algorithms revealed the more complex system
of feature tracking and what needs to be considered when
designing an approach for small bodies. This feature tracking
system consists of:
1) Extraction of features
2) Description of features - to be used for matching between two frames
3) Tracking of features over many frames
4) Outlier rejection for sets of matched features
One of these components, feature description, has been
investigated at depth by looking at learned feature descriptors
that can be more robust to lighting changes.
This report outlines to work done to date on feature tracking
for small bodies, highlights the lessons learned, and outlines
the recommended pathway forward. First, a brief overview of
feature tracking algorithms is provided (Sec. II), then an analysis of feature tracking systems for the small body problem is
presented (Sec. III-IV). A summary of the lessons learned from
this analysis is elaborated (Sec. V-VI). Finally, the current state
is summarized and the future direction outlined (Sec. VII).

Fig. 1. Depiction of feature corners - the FAST corner detector [ref]

used to filter for the best n features in an image, where n is
a tunable parameter.
Some algorithms operate on Eigenvalues of Hessians of the
image patches (Harris Corners [3], Shi-Tomasi corners [4]),
and others train decision trees based on relative intensities of
a set of surrounding pixels, such as Features from Accelerated
Segment Test (FAST) [5], see Fig. 1. More modern approaches
use the Gaussian of an image patch and operate on the Hessian
of the Gaussian (see Appendix), or the determinant of that
Hessian. Examples of this include Scale Invariant Feature
Transform (SIFT) [6], Speeded Up Robust Feature (SURF)
[7], and Accelerated Kaze (AKAZE) [8].
An ideal feature extractor has the following properties:
1) Extracts all unique corners in an image
2) Extracts the same corners consistently in every image it
is visible
3) Has an accurate and consistent pixel location for extracted corners
4) Is computationally fast

II. BACKGROUND

B. Feature Description

The goal of feature tracking is to match visually distinct
features from one image to the next to have a consistent tracking of a real 3D location, projected into the 2D image plane.
Generally, feature tracking is performed to reconstruct the
relative trajectory of a camera relative to an observed target.
At the same time, the 3D locations (landmarks) corresponding
to the 2D features are estimated.
Feature tracking is not just a single algorithm, but rather a
system of algorithms that need to work together to extract
features from an image, describe them uniquely, match or
track features between images, and to reject poor matches.
Often available feature tracking algorithms include multiple
components of the tracking system.

Feature descriptor algorithms take an existing pixel location
for a feature and use the surrounding pixel intensities to
produce a unique description of that feature. The descriptor
normally takes the form of a vector of parameters or a binary
string. The goal is to have an identifying description that can
be used to match the same feature in subsequent images and
avoid false matches. A popular algorithm is SIFT [6], which
uses histograms of the local image to produce a descriptor.
SURF [7], another popular algorithm, uses the Haar-Wavelet
to get gradient information, which is used to produce an
orientation metric. The orientation metric and comparisons
of this orientation to surrounding local orientations give the
information used to create the descriptor. A more modern class
of feature descriptors directly compute binary strings from the
image with a set of pairwise comparisons (the comparisons
return a binary 1 or 0). BRIEF (Binary Robust Independent
Elementary Features) [9] is one example that has a randomized
pattern in comparing pixel intensities. Variants of this approach
change the sampling procedure (Binary Robust Invariant Scalable Keypoints, known as BRISK [10]), learn a good sampling
pattern (Oriented FAST, Rotated BRIEF, known as ORB [11]),
or sample averaged intensity and gradient values (AKAZE
[8]).

A. Feature Extraction
Feature extraction algorithms identify locations (2D pixel
coordinates) in an image that represent salient features as
candidates to be tracked. Typical algorithms sweep a window
(e.g., 16x16 pixels) over the image, looking at the distribution
of intensities about the central pixel in a window to determine
if there is a distinct corner. Corners, in this context, are useful
as they are constrained in the two dimensions of the image
(in contrast to an edge). The extracted corners typically have
quality metrics for how distinct the corner is, which can be
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An ideal feature descriptor has a unique descriptor that can
be consistently matched and is robust to:
1) False matches
2) Scale changes
3) Rotations in the image
4) Net illumination changes

tuned heuristics. These checks can make an algorithm robust
for one context, but unusable for another with different visual
texture and movement of the camera.
One common, and important step of feature rejection,
though, is to use 3D reconstruction from a moving camera to
check for consistency of feature matches. 3D reconstruction,
in this context, is referring to having a set of matching features
between two camera views, and using that information to
reconstruct the 6 DOF relative poses between the cameras,
and the relative 3D locations of the features (with ambiguity
in scale). This estimation can be done either through the
fundamental matrix with the 8-point method or with the
essential matrix with the 5-point method [13]. As the names
suggest, these take 8 and 5 matched features respectively to
compute; hence a subset of the matched features can be used
to compute a 3D reconstruction1 . By checking the result for
consistently with the rest of the features, a score can be given
to each set of matched features used for the 3D reconstruction.
Random Sample Consensus (RANSAC), can then be used to
find a sample that best fits the majority of points. This process
serves to reject outliers by only using a small sample of points
for each computation.
A limitation of outlier rejection with RANSAC and 3D
reconstruction is that the quality of reconstruction is dependent
on the geometry of the problem. The geometry is affected by
how the camera moves relative to the features. For instance
if a camera moves directly towards features, it is difficult to
resolve the 3D positions of the features at all. In contrast,
if there is a lot of movement of features in many directions
through movement (such as moving through a cluttered room),
then the 3D reconstruction can be very accurate.

C. Tracking
Tracking algorithms are designed to identify the movement
of each visual feature across a set of images. The goal is
to accurately localize the features in the 2D image plane for
each image. Accurate tracking requires both unique matching
of features and accurate extraction of the feature locations.
1) Feature Matching: The standard approach to visual feature tracking is the repeated process of extraction, description,
and matching. In each image, features are extracted, then a
description produced for each feature is produced, then the
descriptors matched to the set of descriptors from the previous
image.
The benefit of this approach is that there can be robust
matches across large changes in the images. A downside to
these approaches is that the localization of the features relies
on consistently accurate feature extraction in each image.
One consideration in this approach is how frequently the
feature descriptor is updated across a track. One extreme is
that the descriptor remains the same from the first detection
of the feature, and the other extreme is where the description is
updated in each frame. For frame-to-frame tracking, the later
is preferable, whereas for matching one feature across multiple
frames, the former may be preferred. In the implementations
tested here, the descriptors are updated in each frame to
perform sequential frame-to-frame matching.
2) Optical Flow: An alternative to feature matching is to
use optical flow for feature tracking. Optical flow approaches
do not use feature descriptors, but rather track the movement
of extracted features in subsequent images by using the local
changes in image intensity [12]. The main implementation
of this is called Kanade-Lucas-Tomasi (KLT) [12], which
uses Shi-Tomasi feature extraction [4], and an optimization
approach based on both the local image intensities and the
local image gradients.
Optical flow removes the requirement for feature descriptors
for matching and the need for extracting the same features in
each frame. The approach often works better for low contrast,
feature-poor environments. However, the approach is limited
to small frame-to-frame movement and can be susceptible to
drift without the robustness of feature descriptors.

E. Example Feature Tracking Systems
There is a large selection of feature tracking systems that
combine extraction and detection. See review papers [14]–
[16] for an analysis on openly available algorithms. Table I
summarizes some of the most popular approaches to detection
and description, including the six complete systems that are
analyzed in this report. Some systems, such as ORB [11],
combine separate, existing algorithms, whereas others, such
as SURF [7], have a custom combination of approaches to
combine well together (SURF uses the integral images to make
both detection and description efficient).
Aspects not represented in Table I, are approaches to scale
invariance, rotation invariance, and lighting invariance. While
not treated here, these components can be important for certain
applications where such distortions are strong.
III. E VALUATION OF F EATURE T RACKING S YSTEMS FOR
S MALL B ODIES

D. Outlier rejection
The third component of feature tracking algorithms, which
is critical for good quality tracking, is the rejection of bad
features and bad feature matches. Each of the algorithms above
has various steps to filter bad features, such as scores on corner
quality and checks on distinctness to neighboring features.
More advanced implementations have many checks that are
often tuned to the given application and sometimes consist of

The goal of the analysis presented here is to assess existing
algorithms for feature tracking, focusing on their performance
when applied with images from approach to a small body. In
particular, the goals are:
1 The 8 point method tends to be preferred if features are planar, nearly
planar or low parallax
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TABLE I
S UMMARY OF DETECTION AND DESCRIPTION APPROACHES FOR THE CURRENT STATE - OF - THE - ART ALGORITHMS
Class

Algorithm

Detection approach

Description approach

Tracking approach

Detector

Harris Corners

NA

NA

Detector

FAST

NA

NA

Detector

AGAST

NA

NA

Descriptor

BRIEF

Score based on Eigen values of Hessian of image
patch
Trained decision tress based on 16 neighbouring
pixels
Extension of FAST with robust and adaptable
decision trees
NA

NA

System

KLT

Eigen values of Hessian of image patch

System

SIFT

Difference of Gaussians, then maxima search

Randomized pairwise intensity comparisons to
create a binary string
*Optimization on local image intensities and gradients
Local histogram on relative gradients

System

SURF

Haar wavelet for orientation and comparison to
surrounding orientations

Descriptor matching

System

AKAZE

ORB

System

BRISK

Randomized pairwise comparisons of average
intensity, and gradients in an area to create a
binary string
BRIEF with rotation invariance and learned pairwise sampling
AGAST
BRIEF, but with concentric ring sampling pattern. Short pairs for description, long pairs for
orientation
*Not a specific descriptor, but the method in which feature locations are tracked from frame to frame

Descriptor matching

System

Box filter on integral images to approximate
Hessian of Gaussians. Determinant of Hessian
then extrema search
Apply Fast, Explicit Diffusion for non-linear
scale space. Determinant of Hessian of result,
then extrema search
FAST with orientation compensation

1) Identify the best feature tracking approach for use in
tracking the relative pose of the camera
a) Most accurate tracking
b) Longest feature tracks
c) Gaussian error characteristics
d) Many high-quality features per frame
e) Few outlying features
2) Identify the limitations in the existing state-of-the-art in
feature tracking
3) Identify the main challenges for feature tracking for a
small body
4) Recommend directions for future development
The six tracking systems listed in Table I are evaluated
here. These are selected as they represent the state-of-the-art in
feature tracking and have implementations readily available in
OpenCV [2]. These algorithms are tested on a representative
small body dataset, and the feature tracks compared to a
ground-truth model. This section describes the approach to
performing the evaluation, including the dataset, ground truth
method, implementation of algorithms, and analysis approach.

Optical flow
Descriptor matching

Descriptor matching
Descriptor matching

Fig. 2. Example image of a simulated 67P at 400km in the test dataset.

A. Dataset

field-of-view and a 1024x1024 resolution [18]. An example
image is shown in Fig. 2.

A dataset at 400 km from comet 67P is used for this
analysis. Images are taken at 2.5-minute intervals for a 12hour period, which approximately corresponds to one full
comet revolution. The imaging interval is intended to match
what might be possible during an approach in an autonomous
small body mission. The images are generated with Blender
using the highest fidelity 3D model available [17]. Lighting
is implemented using a numerical ray-tracing-based Blender
Cycles light model. The camera model is simulated to match
Rosetta’s navigation camera (NAVCAM), with a 5-degree

It is important to note that this is only one dataset, at
one range, for one body, sun angle, and approach angle. It
is highly recommended for future work to stress some of
the more challenging situations, such as large range (see the
appendix), high approach angle, acute sun angle, changing
scales. Additionally, it is important to test on a variety of
bodies, with different large-scale geometries, rotation rates,
surface texture, and visual variations.
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These informed filtering approaches were seen to have a
strong positive impact on the tracking results for all algorithms. A thorough analysis of the benefit of these filters would
be beneficial to provide more insight into their impact.

B. Ground Truth Generation
The benefit of using simulated images from a 3D model is
that the same 3D model can be used to develop ground-truth
feature tracks. To do so, features, when first seen, are traytraced onto a 3D model using the ground truth pose of the
spacecraft relative to the small body. The ray-tracing gives a
3D location on the body, the ground truth location of which
is known as the body rotates. The rotated 3D position can
then be projected into the camera plane at the time of each
subsequent image to give the ground truth feature location in
image coordinates.

D. Method of evaluation
The quality of the feature tracking is assessed here with
the end application in mind. The desired use of the feature
tracks is in relative pose estimation and 3D feature estimation:
a problem called Simultaneous Localization and Mapping
(SLAM). For this application, the desired characteristics of
each feature are:

C. Algorithm Implementation
The starting point for the implementation of each algorithm
was the default parameters in OpenCV. For KLT, the feature
detector used was Shi-Thomasi (Good Features To Track in
OpenCV). Each algorithm has a number of parameters that
can be tuned to improve performance for a given environment.
These parameters make fair comparisons between algorithms
difficult, as one algorithm may perform better simply because
it was better tuned. In an attempt to limit the impact of this
challenge, a principled approach to tuning was taken.
1) Tuning: The goal of tuning was to maximize the number
of features tracked for a long duration. The criteria of features
tracked for a long period was chosen to combat the initial
results where features often only persisted for a few frames,
as well as to strive for the ideal case for many good features
tracked over a longer period. Each algorithm was given a maximum of 10 iterations of the tuning parameters to maximize:
1) The number of features tracked for more than 25% of
the time visible
2) The count of features, weighted by the number of frames
tracked
Clearly, there are limitations to this approach to tuning, and
each algorithm could be further optimized, especially using
the results of the analysis below. Such further tuning is left
to future work, with the recommendation to restrict to a small
number of algorithms or to implement an automated approach.
The truthing ground process is human-time intensive for the
results produced here automation of these steps in a unified
code-base could enable more efficient tuning.
2) Filtering: Each algorithm has a common filtering approach applied to it, in addition to the inbuilt filters. These are
filters specific to the problem of a small body. First, a filter is
applied to the feature detection step, to reject all features near
the boundary of the small body, as these locations are known
to cause issues with false feature tracking.
Post-filtering is then applied using knowledge on the expected motion of a small body. Features are rejected if they:
1) Have accelerations in pixel location exceeding a threshold (xx) - as they are expected to travel on an ellipse
2) Have tracks that are too short (suggesting bad features)
or too long (higher risk of errors)
3) Have steps in movement that are too small (indicative
of being caught on a shadow), or too large (a jumping
feature)

1)
2)
3)
4)

Low maximum error
Low error rate (increase in error per frame)
Long track length
Gaussian error characteristics

The desire for a low error rate is to consider that error
is likely to increase the longer a feature is tracked, so a low
maximum error metric by itself would bias features tracked for
as few frames as possible. The desire for long feature tracks
is to have many camera poses connected for stronger pose
estimation, to give a large movement of the camera from the
start to the end of the track, and to give more observations to
reduce the uncertainty of the corresponding 3D position. The
final item, Gaussian error characteristics, is essential as that is
the assumption used in most SLAM algorithms, in particular in
Monte, the JPL software for orbit determination, that includes
feature-aided relative pose estimation.
These characteristics are assessed by comparing the tracked
features from each feature tracking algorithm to the groundtruth features in the image plane, comparing line and sample
coordinates.
While a given feature might have all the traits above, it is
desired to have the majority of features tracked by an algorithm
to display those traits. Ideally, across all the frames, there are:
1)
2)
3)
4)

Long feature tracks
Large numbers of features per frame
Few outlying features with large errors
A distribution of features across the image

The analysis is designed to gain insight on both the individual feature traits and the all-frames traits by looking at the
statistics of features showing the desired characteristics.
A combination of characteristics is also used to address
biases that come from looking at a single metric. For example,
an algorithm that produces all short feature tracks may have
low errors, but not be ideal for SLAM. A statistic used to
isolate this is the number of features tracked over 25% of the
time visible (35 frames for the dataset used in this analysis)
with a low maximum error (< 2px).
A limitation of the analysis approach is that there is no
consideration for the distribution of features. For SLAM, it
is important to have features as spread out as possible for
accurate estimates. Such analysis is left to future work.
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IV. R ESULTS - F EATURE T RACKING S YSTEMS
Example features extracted on the images from each algorithm are shown in Fig. 3. Each component of analysis will
be discussed below.

Fig. 3. Zoomed snapshot of features tracked on 67P 400km simulated dataset
from each algorithm.

Fig. 4. Comparison of feature tracking statistics between different algorithms
on the simulated 67P data. The error rate is defined as the average change
in error per frame (pixels per frame). The error is the maximum error over
the whole feature track. Persist indicates the length of the feature track. The
upper plot focuses on overall feature counts, and the lower plot focuses on
counts for features tracked over 35 frames (25% of the time visible). The
error and error rate limits for the lower plot are 2 and 0.05 respectively (same
as the upper plot).

A. Track Length Analysis
Fig. 4 presents a comparison of the feature statistics for
each algorithm.
The upper set of bar plots shows a clear discrepancy in
the number of features tracked for KLT compared to all
other trackers. One of the reasons for this is that KLT tracks
more features for a more extended period, with substantially
more features tracked for over 35 frames, the fewest only
tracked over a short period (see the lower plot), and largest
average track length (Table III). Additionally, KLT has the
most significant percentage of persistent features (Table II).
All other trackers have over 30% of their features tracked for
less than 15 frames, and fewer than 10% for over 35 frames.
These algorithms tend to extract new features after losing
track, hence increasing the total number of features relative
to KLT.
KLT also shows the greatest number of features persisting
over 35 frames with passing errors and error rates, traits of
the ideal features. However, these ideal features represent only
34% of features, with the lowest percentage of features with
good error and error rate metrics (Table II). These statistics
highlight a large number of poor quality features for KLT,
a trait that is a strong negative for KLT in the current
implementation, as such features can severely corrupt a SLAM
solution. Many of these poor features persist as well (compare
the total number of persistent features with those that also
have a low error in the lower plot of Fig. 4), causing a greater
negative impact on a SLAM algorithm. Better outlier rejection
may help in this case, if these erroneous features could be
identified and ignored.
In contrast to KLT, the matching based trackers generally
have higher percentages of features with low errors (See upper
plot of Fig. 4 and Table II). Having many features with short

TABLE II
T RACKING STATISTICS : PERCENTAGES OF TOTAL FEATURE COUNT
Alg.
AKAZE
BRISK
KLT
ORB
SIFT
SURF

Track <15

Track > 35

Err. <2 px

32%
44%
13%
51%
48%
51%

8%
4%
49%
2%
1%
4%

62%
92%
54%
86%
97%
74%

Err. rate <0.05
px/fr.
38%
75%
50%
68%
77%
39%

”Track” indicates the number of frames tracked for a feature. Error is the
maximum error over a track. The error rate is the amount of error, in pixels,
increased per frame.

tracks, as these algorithms do, also appears to give many
features with good error characteristics. SIFT and BRISK are
the standouts here, with over 90% of features with low error.
SIFT has a higher number of these features, but BRISK has
more high-quality features with longer persistence (see lower
plot in Fig. 4). ORB also has many good quality features,
but as a lower percentage of the total number of features,
suggesting more outliers.
Comparing all the feature-based trackers, SIFT has the
greatest average number of features and the highest percentage of features with good error metrics followed closely by
BRISK. An interesting metric of comparison is the number
of feature steps with a low increase in error (last column in
Table III). This metric is a way of assessing how many useful
movements of features are tracked - which can be seen as the
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The error distribution across the full track of a feature can
be assessed by analyzing the mean errors for each feature.
If the errors are Gaussian for each step of a feature track,
then the distribution of mean errors for each feature should
also be a Gaussian. The resulting distribution of mean error
is presented in Fig.7. As expected, the most prominent zeroerror peaks, lowest variance, and the data that most closely
fits a Gaussian are for BRISK and SIFT, though both with
long tails and clear outliers at large error. ORB also shows a
more Gaussian distribution, albeit with a long tail of features
with significant error. AKAZE and SIFT show a slight bias,
pulled by large outliers. The most evident outcome, though, is
that the spread of errors for KLT shows a strong non-Gaussian
behavior.
An important observation from Fig. 7 is that all algorithms
have longer tails than a true Gaussian and at least a small
number of features with significant errors. This fact calls for
the need for a robust outlier rejection procedure, either as
a step before SLAM, within SLAM, or withing the tracking
algorithms.
The error distribution results for sample error show similar
trends to line error, but with a lesser error magnitude (see
Figs. 9, 10 and 11 in the Appendix). Line is expected to be
the larger source of error for the dataset because line is along
the direction of rotation of the body. Additionally, the largest
changes in shading and lighting is along the line direction, due
to the rotation of the body and a fixed sun angle.

TABLE III
T RACKING STATISTICS : AVERAGES AND FEATURE STEPS
Alg.

Av. feat/fr.

Av. track len.

# feat. steps err. rate
<0.02 px/fr.
AKAZE
31.4
20.6
1163
40.0
18.2
761
BRISK
KLT
22.0
38.8
1311
ORB
41.5
16.3
435
43.1
16.4
2310
SIFT
SURF
13.9
17.2
401
Av. = average, fr. = frame, feat. = feature. A feature step is the change in a
tracked feature between consecutive frames.

fundamental need for a SLAM algorithm using the feature
tracks. SIFT is the best algorithm in this regard, strongly
suggesting it should be further investigated.
B. Error Evolution
Another perspective on the error characteristics is to look
at the evolution of the errors for each feature, as presented
in Fig. 5 for line error 2 . Outliers are immediately clear here,
with lines rapidly moving away from zero error. Here, we see
large problems with AKAZE, numerous outliers for KLT, a
moderate number of outliers for SURF and ORB, and only
4-5 outliers for BRISK and SIFT. The error in KLT, by nature
of the gradient-based tracking, is different from the other
algorithms, with gradual, unbounded drift, and error generally
increasing with track length. SIFT, BRISK, and ORB, in
contrast, keep the error bound, and have steady, low errors
for the longer feature tracks: there are no persistent features
with large error, whereas all other algorithms do. ORB, in
the implementation used, does not have sub-pixel resolution,
hence the evolution of error is jagged. To a lesser extent,
the jagged error evolution is evident for other matching-based
feature trackers, due to the nature of a combined extract/match
approach. For the applications of small bodies, this jumping of
features should not be an issue, in contrast to high rate SLAM
for flying vehicles, where smoother movement is desired. What
is more important is the distribution of the errors.

V. K EY INSIGHTS FROM ANALYSIS
The main lessons learned from the analysis are summarised
here.
A. Visual Gradient vs. Feature Tracking
The comparison between KLT and the other feature trackers
provided insight into the good and bad characteristics of
different approaches to feature tracking. KLT follows intensity
gradients and hence gives smooth feature tracks that can
track for a long time. However, this nature of tracking is
prone to drift in the best of circumstances. Changing lighting
in the small body context serves to compounds this drift.
Feature-matching algorithms, in contrast, extract features in
each frame, which are then matched. The variation in the
feature extraction location can lead to jumps in the features,
rather than smooth tracks, but with less error3 . Additionally,
the change in descriptors as lighting changes leads to shorter
feature tracks as no passing matches are found, even when
the descriptor is updated in each frame. The short feature
tracks keep the error limited, however. KLT could perhaps
be limited to a short track length to reduce error, yet the drift
characteristics would likely still be an issue (evident when
looking at step 10, in Fig. 6).

C. Error Distribution Analysis
Fig. 5 suggests a Gaussian distribution of errors in general,
but with a strong bias in AKAZE and KLT, and many outliers
in ORB and SURF. The same trend can be seen by looking at
the distribution of errors across all features at their 10th step
of tracking, as shown in Fig. 6.
Ideally, the distribution of error is a clean Gaussian centered
at 0 with a high peak. SIFT, ORB, and BRISK are close to this
trait but tend to demonstrate longer tails than a true Gaussian.
AKAZE and SURF have a slight skew in the mean, suggesting
a bias in error due to a larger number of outliers. KLT has
even more numerous outliers with larger error (greater than 5),
moving the mean and spreading the Gaussian fit, supporting
the observation that the error characteristics from KLT are far
from Gaussian.
2 Similar

3 AKAZE shows smoother tracks, likely due to the method of feature
extraction

plots for sample error are in the Appendix.
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Fig. 5. Track error evolution for line error. Each line is a separate feature, and each feature step is a new frame in which the feature was tracked. Results
from 67P 400km simulated dataset.

B. Persistence vs Accuracy

D. Gaussian Error Characteristics

There is a clear trade-off between the persistence of feature
tracking and the accuracy of the features. If persistent features
are desired, then KLT is the leading algorithm. KLT produces
the largest number of persistent features and the largest number
of accurate, persistent features, yet it also has a large number
of inaccurate features. SIFT, on the other hand, has a majority
of accurate features, few bad features, but tracks features
over a short period. BRISK presents a middle-ground, with
slightly fewer features that are accurate, but more persistent
and accurate features. The best algorithm may depend on what
is best for the SLAM algorithm using the feature tracks.

The trade-offs between persistence and accuracy also apply
to the Gaussian characteristics of the error. The gradual drift
of KLT leads to highly non-Gaussian error distributions, which
challenges the assumptions made by most SLAM algorithms.
Feature-matching algorithms, in contrast, show error distributions closer to Gaussian but with long tails. If false data
association is not an issue for feature matching algorithms,
then the error characteristics are most closely linked with
the feature extraction in each frame. These errors in feature
extraction could still be susceptible to changing lighting;
however, one possible explanation is that the surface texture is
very self-similar at small scale, so extracted corner locations
can move around in a small region, but still have the same
descriptor. Specific analysis of feature extraction for small
bodies would be beneficial in better understanding the source
of errors.

C. Tracking Odometry vs Localization
For typical robotics applications, the desire is for odometry:
tracking the movement of the camera from frame to frame. For
odometry, the 3D location of features is not important; rather,
they are just used to connect camera positions to estimate
the camera trajectory. Typically for spacecraft applications,
features are tracked for localization, with a desire to have
highly accurate 3D estimates of the location corresponding
to a feature; hence many observations of that feature are
needed. If odometry is the goal, then many features tracked
accurately are ideal, and they do not need to be tracked over
a short period: hence algorithms like SIFT and BRISK would
be ideal, and even KLT if the track length was limited. In
contrast, with localization as a goal, there is a need for accurate
tracking of features over as many frames as possible. This is
not something that any of the algorithms provide. The best
KLT features do provide these characteristics but would need
to be filtered to remove the large number of outliers.

E. Outlier rejection is important
All algorithms need good outlier correction, in addition to
that which is already applied. All algorithms had features with
large error, which, if concentrated in the same frame, could
cause large issues with a SLAM algorithm. These outliers are
perhaps the biggest influence factor on which algorithm would
be most effective for a SLAM solution.
Existing outlier rejection applied to the algorithms include:
• Geometric transformation checks for sets for features
from frame to frame
• Acceleration based rejection (reject if the rate of change
of the feature velocity is too high)
• Boundary rejection (remove a feature if it is too close to
the boundary)
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Fig. 6. Line error distribution for all features at the 10th frame in which they are tracked. Blue histograms show the count of features in that error band. The
red line represents a Gaussian fit to the data. Results from 67P 400km simulated dataset.

Step size and track length filtering (as described in
section III-C2)
Other outlier rejection steps that could be investigated
include:
• Comparing the mean motion of the pixels to identify
outliers (or using knowledge on the bodies rotation rate
and pole to infer predicted feature movement)
• RANSAC type approaches in the SLAM algorithm
Further analysis of the impact of each step of outlier
rejection would be beneficial.

ORB, which is trained on Earth-based data. AKAZE has
a different method for feature detection compared to other
algorithms, which may be the source of error, or the tuning of
the descriptor may be the source of error.
Because of the limitations in the analysis, it is recommended
to study the SIFT, BRISK, and KLT algorithms further. The
algorithms could be tuned to what is best for the application;
for instance, if used in MONTE, the primary requirement
could be analyzed: is Gaussian error more important or long
feature tracks? Algorithms could then be tuned to meet the
requirement. Alternatively, another approach could be investigated to use the feature tracking to purely give information on
relative trajectories, and not estimate 3D landmark locations
accurately. In this case, feature tracking accurately over a few
frames may give the desired result.

•

F. Summary of assessment
From the analysis done, there is no clear, standout algorithm
that excels in all criteria assessed. Instead, algorithms have
strengths in a particular area, but not in others, and selection
depends on which traits are most important for the application.
If low, Gaussian error is the priority, then SIFT is the best
selection. Alternatively, if it is essential to have features seen
over many frames and across large movements, then KLT is
the strongest candidate. BRISK performs well as a middle
ground, with good error characteristics and long track lengths
compared to SIFT.
In comparing the feature matching algorithms, it is difficult
to isolate what causes one algorithm to perform better than
another, as it is unclear if the sources of error are in detection,
description, and matching or outlier rejection. SIFT performed
well, perhaps because the descriptor doesn’t explicitly use
orientation in the descriptor (like all others do), and there is
generally high-frequency texture on the small body. BRISK
may work better because it has a more sophisticated corner
extractor, with AGAST. Additionally, the feature descriptor
for BRISK has a sampling pattern that is more generic than

VI. M AIN C HALLENGES
Feature tracking on small bodies presents a challenge for
state-of-the-art algorithms, as it is a very different context to
earth-based tracking. Therefore, these algorithms, in general,
do not perform as well on small bodies, as what they would
in Earth contexts. From the analysis, the main challenges that
feature tracking on a small body presents are:
A. Changing lighting - Extraction and Description
The test case had a fixed lighting source, a fixed camera, and
a rotating body. These conditions create a scenario where the
angle of lighting with respect to the body is constantly changing. Typically, feature tracking in robotics is used in contexts
where the lighting is fixed with respect to the environment,
and only the camera moves. Additionally, most of the visual
features on a small body are from the structure, rather than
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Fig. 7. Mean line error distribution for each feature. Mean is across all frames in which a feature is tracked. Blue histograms show the count of features in
that error band. The red line represents a Gaussian fit to the data. Results from 67P 400km simulated dataset.

The reduced visual texture becomes a particular issue when
at large range. As discussed in Appendix VIII-B, many of the
feature-based methods fail to extract any points at large ranges,
with indistinct features that don’t pass rejection criteria. KLT
can work at that range, by allowing low-quality corners to be
detected, and then filtering based on the assumed nature of the
body’s movement (as in Sec. III-C2).
Having multiple feature detection candidates and postfiltering with a-priori knowledge may help with poor visual
texture. Distinct descriptors, though, requires deeper investigation, as done by A. Harvard.

from color differences. What these facts mean is that there are
large visual changes throughout the small body rotation.
These visual changes from varying lighting cause large
issues for all the algorithms tested. All the feature-matching
algorithms tested have short feature tracks for a majority of
their features, even through features remain in the camera
view. The accuracy achieved is ok, but the short tracks are not
ideal. It is difficult to differentiate between which component
of the algorithms leads to loss of tracking: detection of the
same feature, or description to continue to match. One hint is
in Fig. 5, where the error evolution for all other than AKAZE
and KLT are jagged. This behavior suggests that the location of
feature detection is jumping from frame to frame. False data
association is also possible; however, the spread of features
observed means such jumps in data association would be larger
than most jumps observed. KLT also suffers from the changing
lighting with a large and persistent drift of features, as well
as numerous features that accumulate a significant error.
Managing this changing lighting should be one of the main
areas of focus for further investigation of feature tracking.

C. Geometry of Problem - 3D Reconstruction and Outlier
Rejection
As mentioned in Sec. V-E, outlier rejection needs to be
improved for every algorithm. One particular challenge in the
context of small bodies on approach is the geometry of the
problem for 3D reconstruction: how the features are distributed
and how they move from image to image. In an earth-based
context, there are normally features in the entire image, and
spread all around the camera. As the camera moves, there are
discernibly different and often large movements of features
based on the structure of the environment. These factors
make 3D reconstruction of camera poses and feature 3D
locations accurate. For small bodies, features are concentrated
in the center of the image, and only have small movements
from frame to frame. The result is that 3D reconstruction is
ambiguous and sensitive to errors. Therefore using RANSAC
approaches with 3D reconstruction for outlier rejection is less
effective, and poor features are let through.
Further investigation into suitable outlier rejection and 3D
reconstruction approaches is recommended. Batch 3D recon-

B. Poor Visual Texture - Extraction and Description
Because small bodies are relatively uniform in albedo, hence
have visual texture from the shape, the visual texture is not
very distinct and can be self-similar. The poor visual texture
leads to difficulties in detecting distinct features that are persistent across many observations. Additionally, the description
is likely not distinct, potentially leading to false matches and
subsequent rejection of the feature. The poor visual texture is
also likely why KLT has a lot of drift: there are no strong
gradients to constrain the perceived optical flow.
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struction over the life of a tracked feature could be used
for post-processed outlier rejection. Affine 3D reconstruction
methods [13] could also be used, where the assumption is
that features are far from the camera relative to the distances
between features.

result is hugely beneficial to the estimation pipeline of an
autonomous small body approach. Initial lessons learned are
presented in the Appendix, yet a replication of this study at
a number of different ranges would provide insight into the
challenge when at a substantial range.

VII. F UTURE W ORK

D. Testing of Different Datasets

The analysis presented in this work identified many areas
requiring further investigation.

This analysis focused deeply on one dataset. The next step
would be to test on a range of datasets stressing different
components, such as:

A. Isolating Components of the System

1) Oblique sun angle to stress the changes in lighting
2) Different approach angles, to give different feature motion
3) Changing range over a single dataset, to see if changes
in scale have impact
4) Different bodies, with different visual appearance, texture, and geometry

The primary recommendation is to split up feature tracking
to focus on improving each of the areas:
1) Detection - is there a learned way to do this to make it
robust to lighting changes
2) Description - continue with work described here
3) Outlier rejection - need a different way to do it that does
not rely on the 3D geometry reconstructions - or to use
Affine geometry (add details here)
For detection, the goal is to have an algorithm that is robust
to lighting changes, and reduced visual texture. Investigations
could be made into learned feature detectors, given the strong
results shown from learned feature descriptors.
For description, a deep analysis of feature descriptors was
performed by A. Havard and J. Villa, to have a feature
descriptor that is more robust to changes in lighting. This
investigation took the direction of learned feature descriptors,
trained on datasets of auto-generated, simulated small bodies.
Initial results showed promising enhanced performance with
the learned descriptors, compared to the descriptors discussed
here, on datasets with large changes in lighting. For more
details, refer to reports by A. Havard. The next steps would
be to include the feature description work for testing in a full
system.
For outlier rejection, further investigation is needed to look
at better ways of doing RANSAC with 3D reconstruction,
such as using batches of frames or using affine methods.
Additionally, further filtering techniques based on knowledge
of the body dynamics could be developed. One immediate
area for future work is to analyze the impact of the filtering
techniques currently in use, to provide insight on the next steps
to take.

E. Analysing feature distributions
Another characteristic not investigated is the distribution of
features across the body. It is recommended to include metrics
to assess those distributions when comparing feature tracking
algorithms.
F. Testing on Real Data
Simulated imagery gives ground-truth information that is
extremely valuable for analysis. However, the image quality
can never quite replicate real imagery. Once the best algorithms are selected, it is important to test the approach on real
data from recent missions. A challenge is that this data is less
frequent than what is predicted for an autonomous mission,
hence simulate images may have to be used to fill in the
gaps. Without ground-truth, the comparison would have to be
qualitative, or from the impact on uncertainty in the SLAM
result.
G. Loop Closure
This report analyzed the frame-to-frame tracking of features.
Another important component to feature tracking is being able
to match features when revisited, called loop closure. Loop
closure detection can use the feature descriptors by themselves
but often employs other algorithms to combine such features
in a place description. The matching of places suggests a
loop closure, after which the features are matched to find the
relative pose. The ability to perform loop closures, both with
static and changing lighting, should be investigated.

B. Algorithm Tuning
A subset of algorithms could be further tuned, using feedback from integration into a SLAM solution, such as with
Monte. As a first step, though, automated approaches could be
used, including the ground truth comparison, to iterate on the
parameters and find the best performance possible. The metric
of success would need to be refined based on discussions of
what is ideal for MONTE/SLAM.

H. Using Prior Knowledge
The use of assumptions about the motion of the small body
for filtering could be extended to improve feature tracking.
The search for matches could be biased in the direction of
rotation (assuming known rotation rate and pole). If a crude
shape model was available, that could also be used to predict
the motion of the feature, and focus the search for matches.

C. Tracking at Large Range
The most challenging scenario for tracking features is when
the body is far away, and hence is very small in the image.
However, if features could be tracked in such a scenario, the
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middle ground, with low errors, and longer feature tracks than
SIFT. Outlier rejection was shown to have limitations in all
algorithms, despite being aided by filtering features based on
knowledge of the expected motion of a small body.
The main takeaway from the analysis is the development
of feature tracking for small bodies is difficult and needs to
be split into its components: detection, description, outlier
rejection, and loop closure. Each component has challenges
that need to be addressed, and each is critical to having
quality feature tracking. It is recommended, in future work, to
investigate each component, as has been done for learned feature descriptors. Additionally, analyses with simulated groundtruth, as presented in this report, should be leveraged to
test feature tracking approaches in a variety of challenging
conditions: at large range, oblique lighting, with changes in
scale and, eventually, on real data.

I. Determining the ideal qualities needed for MONTE
Assumptions were made in this analysis of the ideal feature
tracking characteristics needed for SLAM solutions and, in
particular, for MONTE. Further investigations should be made
to determine the most important characteristics needed for
MONTE and to focus development on achieving those goals.
Alternatively, there could be investigations to look into a different use of the features, to instead encode them as odometry
measurements between relative camera locations.
J. SPC inspired developments
Changing lighting is one of the key challenges in feature
tracking on small bodies, and the current state-of-practice is to
use SPC. SPC is a large and computationally heavy algorithm,
but there may be scope to use inspirations from the use of pixel
slopes to predict image intensity that could be used to develop
a suitable feature tracking approach.
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The proposed areas for future work, in the suggested order
of priority, are:
1) Test on different datasets
2) Test at different ranges
3) Analysis of feature detection in isolation
4) Deep analysis on the impact of different filtering approaches
5) Development and test of learned feature detection
6) Learned feature description in a full tracking system
7) Affine 3D reconstruction for RANSAC outlier rejection
8) Automatic tuning of algorithms based on ground truth
comparison results
9) Testing on real data
10) Using prior knowledge to aid feature tracking
11) Loop closure development and test

A PPENDIX
A. Gaussian of an image
A Gaussian of an image is the result of applying, what is
commonly known as a Gaussian Blur, which each pixel is run
through a Gaussian function:
1 − x2 +y2 2
e 2σ
(1)
2πσ 2
The result is a reduction in the noise characteristics, and a
smoothing of the image.
G(x, y) =

B. Tracking at range

VIII. C ONCLUSION

Initial investigations of testing the feature tracking algorithms at large range showed that descriptor-based algorithms
such as ORB, SIFT, and SURF were unable to track any
features. All extracted features were rejected or found no
matches. KLT, though, and the use of Shi-Tomasi features,
allowed tuning to produce more features at large range. These
features were also able to be tracked due to the optical flow
tracking of KLT. Allowing more initial features to be extracted
allows more low-quality features; hence outlier rejection becomes important. Instead of using the outlier rejection steps
of other algorithms, the main outlier rejection was based on
the assumed smooth motion of the small body. The steps of
filtering consist of removing features that do not have the
following properties:
1) No large, or small movements
2) No large accelerations in the feature track (assuming the
body has a constant rotation rate)
3) Are tracked over many frames
4) Are not on the edges of the small body
5) Are separated from other features

Feature tracking for an autonomous approach to small
bodies can give rich information to aid estimation of relative
trajectories, and properties of the small body. There are challenges for feature tracking on a small body, though, namely:
changing lighting, poor visual texture, and limited movement
of features in the center of an image. An analysis of six
feature tracking systems on a simulated dataset of comet 67P
identified limitations in the existing state of the art. The best
feature matching algorithms, such as SIFT and BRISK, can not
track many features for long. Optical flow algorithms (KLT)
that can track features over frames had large drift. Both these
failures are primarily due to changes in lighting as the body
rotates about its spin axis. Challenges also are clear in unique
feature description, with poor visual texture. 3D reconstruction
for outlier rejection is another challenge, as all features are
concentrated on the body, and the motion is small. The
analysis showed SIFT to have the best metrics for accuracy
and showing the closest to Gaussian error characteristics, yet
with short feature tracks. KLT allowed long tracks, but with
bias and drift in the errors. BRISK provided perhaps the best
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Fig. 8. Earliest stage of KLT feature tracking at approximately 300km distance
to 67P (simulated images). Main image shows the body size in the main image,
and the inset shows the image resolution with a small set of tracked features
in red.

The results is that features are able to be tracked at a very
large range of over 800km, see Fig. 8.
Further work is needed in this area to:
• Evaluate the error in the features tracked
• Evaluate each algorithm for the maximum range and
which useful features can be tracked.
• Assess the maximum workable range, in terms of number
of pixels the body makes up
C. Sample error plots
Presented here are additional results for sample error, in
addition to the line error presented above.
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Fig. 9. Track error evolution for sample error. Each line is a separate feature, and each feature step is a new frame in which the feature was tracked. Results
from 67P 400km simulated dataset.

Fig. 10. Sample error distribution for all features at the 10th frame in which they are tracked. Blue histograms show the count of features in that error band.
The red line represents a Gaussian fit to the data. Results from 67P 400km simulated dataset.
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Fig. 11. Mean sample error distribution for each feature. Mean is across all frames in which a feature is tracked. Blue histograms show the count of features
in that error band. The red line represents a Gaussian fit to the data. Results from 67P 400km simulated dataset.
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