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Abstract— Developers of robotic scientific and commercial
spacecraft are trending towards use of onboard autonomous
capabilities for responding quickly to dynamic environments
and rapidly changing situations. These capabilities need to know
the state of the spacecraft’s health. Model-based fault diagnosis
(MBFD) is an approach to estimating health by continuously
verifying accurate behavior and diagnosing off-nominal
behavior. Proper functioning of MBFD depends on 1) the
quality of the diagnostic system model that is analyzed and
compared to commands and onboard measurements to estimate
a system’s health state, and 2) the correct functionality of the
diagnosis engine interrogating the model and comparing its
analyses to observed system behavior. Our goal is to develop
Verification and Validation (V&V) techniques for MBFD to
provide future missions sufficient confidence in its functionality
and performance to deploy it on the systems they develop.
Our work has been focused on infusing the techniques we
developed earlier to an operational mission. First, we are
constructing diagnostic models of a spacecraft attitude control
system and updating our diagnostic engine so they can be
demonstrated aboard the Arcsecond Space Telescope Enabling
Research in Astrophysics (ASTERIA) mission, an operational
spacecraft for which experiments in autonomy are being
planned and executed, using the V&V techniques we have
previously developed to assure they are both correct and
complete. Since it is nearing the end of its life, ASTERIA
provides a unique opportunity to demonstrate MBFD since the
monitored components are expected to fail. Our demonstration
will give system developers additional confidence to make
timely, informed MBFD deployment decisions. Second, we will
be completing performance assessments of the diagnostic
engine/diagnostic model ensemble both on the flight system and
ground-based testbeds to gain confidence in MBFD’s ability to
run successfully in a spacecraft’s resource-constrained
environment without adversely affecting other on-board
activities. Finally, we are capturing our experience in preparing
this demonstration in a set of checklists and guidance
documents. Current practice includes high-level institutional
guidance documents and standards, but at a high level of
abstraction that does not necessarily address specific MBFD
concerns. The purpose of the new checklists is to provide future
mission developers clear, unambiguous, procedure-oriented
guidance on assuring MBFD.
This paper describes our work in these areas. For the first area,
we describe the diagnostic models and updated diagnostic
engine that will be used for the on-board demonstration. We
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describe how the V&V techniques we developed earlier are used
to assure model and engine correctness and completeness. For
the second area, we identify the performance measurement and
assessment techniques used to characterize the diagnostic
engine and diagnostic models, and discuss the effect of measured
performance on overall mission operation. Finally, we present
the checklist and guidance documents and describe how they
meet the goals of providing system developers with clear,
unambiguous, procedure-oriented guidance on MBFD
assurance. We show how the techniques we have developed map
into those artifacts.
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1. INTRODUCTION
It is increasingly important that robotic scientific and
commercial spacecraft are able to quickly respond to
dynamic environments and rapidly changing situations as
their missions and payloads grow more complex. Spacecraft
designers are turning more towards the development of
autonomous capabilities to address this issue. The reliability
of these capabilities depends on the quality of their
knowledge of a spacecraft’s health state. The Model-based
fault diagnosis (MBFD) approach we have been investigating
over the past three years is an implementation of constraint
suspension [1] extended to electro-mechanical systems [2].
We chose an implementation of this technique called Modelbased Off-Nominal State Identification and Detection
(MONSID) for this study [3], [4]. It is based on a model of
how hardware components are expected to function and
compares multiple sources of information (e.g., sensors,

commands and relationships to other components) to
establish the health state of each component and of the overall
system.

are correct with respect to the actual flight systems being
modeled. As model-based system development becomes
more widespread across the aerospace industry and
encompasses larger portions of the development
lifecycle, development standards and practices will
change. We extended the operational definitions of
correctness and completeness to make them more
rigorous so that system modelers can use them to select
and develop appropriate V&V techniques from artifacts
developed under standards and practices that may differ
from those currently in use. We also worked toward the
goal of developing more rigorous definitions of
correctness and completeness that would support the
investigation of properties that must be satisfied when
applying formal verification techniques.

This MBFD approach provides some additional capabilities
over the monitor and response technique currently in wide
use [5]:
•

It verifies healthy behavior of hardware components
as opposed to monitoring for symptoms of faulty
behavior, thereby confirming that components are
performing nominally and are available to higherlevel autonomy agents such as planners and smart
executives;

•

It does not rely on specific descriptions of fault
conditions to make diagnoses and therefore can
detect unanticipated faults or faults with unexpected
symptoms.

•

We are currently undertaking an effort to identify and
develop assurance techniques to improve our confidence that
the MBFD functions as expected.
Our goals remain the same as for our previous work [6], [7]:
•

•

Develop and demonstrate techniques for checking
MBFD correctness and coverage/completeness. The
result will be a systematic approach to verify MBFD
correctness that can augment the test-centric V&V
methods currently used for monitor and response
systems.

There were two goals for the work conducted this past year.
First, we planned to extend the work in measuring
performance characteristics of the MONSID engine by
developing techniques to estimate false positive and false
negative diagnosis rates by the engine and demonstrating
their utility by applying them to a set of representative
diagnostic models. Second, we intended to leverage the work
conducted in developing more rigorous definitions of model
completeness and correctness in demonstrating how to apply
mathematically-based verification techniques such as model
checking [8] and theorem proving [9] effectively.

Develop and demonstrate MBFD performance analysis
techniques (e.g., runtime performance, memory usage,
false-positive and false-negative diagnosis rates). The
result will be a methodical way to analyze MBFD
performance that currently is not available to monitor
and response systems. The structure of the diagnostic
models and the way in which they interact with the
diagnostic engine will provide information to improve
model performance and enable new, systematic V&V
approaches.

We continued working toward the first of the two goals,
extending MONSID performance measurement, over the
previous year. However, the second goal was replaced with
the goal of preparing for a demonstration of the use of a
diagnostic engine/diagnostic model for an operating space
mission to assess its utility in estimating on-board system
health and identifying fault conditions.

2. BACKGROUND
The focus of our work in the most recent publication [6] was
on the following two areas:
•

Conducting measurement and analysis of selected
performance characteristics of the MONSID engine,
specifically runtime and memory usage. Understanding
the performance of a software component or system is
essential for its predictable and dependable operation in
the resource-constrained environment typical of current
flight avionics systems. As reported in our previous
publication [6], we performed a set of activities to make
detailed measurements of critical performance attributes
of a diagnostic engine/diagnostic model ensemble (e.g.,
runtime performance, memory usage).
We also
complemented this measurement activity with analytical
characterization of MONSID’s performance to increase
confidence in our knowledge of its behavior.

Developing more rigorous definitions of model
correctness and completeness. Work in the first year
resulted in an operational definition of completeness and
correctness. It provides guidance to system and model
developers on developing diagnostic models of flight
components and systems, using the artifacts from which
the flight systems were developed through current JPL
development standards and practices. This operational
definition also allows developers to determine with a
high degree of confidence whether the diagnostic models

3. DEMONSTRATING MBFD
Assessing Engine Diagnostic Performance
During earlier phases of our work, we developed techniques
for assessing the performance of diagnostic engine/diagnostic
model ensembles with respect to the consumption of critical
resources (e.g., runtime, memory consumption) [6]. For
flight systems, processing time and available memory are
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resources that must be carefully managed to avoid or mitigate
the consequences of oversubscribing them. Since the
structure of a diagnostic model can affect the resources
required by the diagnostic engine to assess the health of the
system represented by the model, we designed experiments
for which a set of models with varying structural
characteristics was developed and queried by MONSID. The
goal was to determine if, and how, the performance of
MONSID varied with the structural characteristics of the
models.

platforms we have been using must be scaled to estimate
the runtime that would be achieved on flight or flightlike hardware. The scaling factors do not necessarily
have a fixed relationship with the experimental
platforms, introducing uncertainty into estimates of
runtime performance.
The infusion of MBFD into operational missions and
facilities will also involve the development of artifacts to
introduce mission developers and assurance engineers to
MBFD and to guide them through a set of assurance activities
to applied to a mission. This will provide confidence that the
diagnostic models developed for a mission’s MBFD are:

Our results for empirical performance analysis indicated that
techniques currently in use at JPL will provide appropriate
and useful information about MONSID runtime performance
and memory usage providing that the experiments conducted
to obtain those measurements are designed properly. For the
experiments we conducted, analysis of two of the MONSID
runtime performance attributes, model processing time and
total time, indicates that they vary in a super-linear fashion
with respect to the measured structural characteristics of the
model [6].

•

Correct with respect to the observed behavior of the
system(s) that will be assessed with MBFD.

•

Complete with respect to the level of abstraction needed
to accomplish MBFD.

4. APPROACH
Assessing Engine Diagnostic Performance

Infusing MBFD into Operational Missions and Facilities

This past year we continued our work on performance
analysis, focusing on attributes such as false-positive and
false-negative diagnosis rates. The rate of false-positive and
false-negative diagnoses is a function of system complexity
and the level of model fidelity. As with diagnostic resolution,
analyzing the rate of false-positive and false-negative
diagnoses is not trivial because it is also highly dependent on
the design and implementation of the system to be diagnosed.
Our goal in this investigation was to develop techniques for
analyzing this aspect of MBFD performance and
demonstrating the techniques using MONSID.

Over the past year, we have also been developing a pathway
for infusing the assurance techniques we have developed the
first two years of this task into the Arcsecond Telescope
Enabling Research in Astrophysics (ASTERIA) mission [10]
and the Small Spacecraft Dynamics Testbed (SSDT)
[11]. Demonstrating MBFD assurance techniques on
operating missions and facilities such as ASTERIA and the
SSDT will enable future infusion of those techniques to
hardware that is either part of a space mission or used to
develop space mission systems (e.g., testbeds). Our goals
were to:
•

Explore effective ways to apply our methods under
conditions that are close to those that will be observed
during Verification and Validation (V&V) for missions
under development, without the constraints of
documentation availability that we encountered while
developing diagnostic models of the SMAP [12] Attitude
Control System (ACS).

Although a full system-level analysis was beyond the scope
of this study, we did perform false positive rate testing at the
model component level. Nearly 12 GB of ASTERIA
telemetry were processed. The data was assumed to be
nominal based on ASTERIA’s on orbit performance. Thus,
any faults detected by the MONSID engine were counted as
false positives.

•

Assess the diagnostic models we develop against data
obtained by observing the hardware under a variety of
environments during V&V. This will reduce the number
of assumptions we make about a system’s functionality
and behavior.

Infusing MBFD into Operational Missions

•

We planned the following tasks to develop a pathway for
infusing MBFD techniques into ASTERIA and the SSDT. A
description of the work performed for each of the tasks is
provided immediately after the summary description of the
task.

Obtain more accurate measures and estimates of MBFD
performance through actual hardware in the loop
testing. Although we have designed and conducted
MBFD experiments using computing platforms on
which the MBFD software can be run, our results do not
reflect the actual runtimes that would be encountered if
MBFD were to be run on actual flight or engineeringmodel hardware. The hardware and software
architecture of the platforms on which have conducted
our experiments is different from that of flight and flightlike systems. This means that results obtained from the

1.

Identify candidate component(s) of ASTERIA and the
SSDT for which we will develop diagnostic models.
Since we had previously identified Attitude Control as a
significant aspect of current and future missions
developed at JPL [7] we decided to develop component
and system models for XACT, the ACS for ASTERIA
and the SSDT. XACT is a self-contained commercial
ACS supplied by Blue Canyon Technologies. It includes
3 reaction wheel assemblies (RWAA), 3 inertial
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measurement units (IMU), 3 magnetic torque rods (MT),
a stellar reference unit (SRU), a coarse sun sensor (CSS),
and a magnetometer (MAG).
2.

Determine whether sufficient information is available
for the candidate component(s) from which to develop
diagnostic models.
Unlike SMAP, there were multiple sources of
information for ASTERIA and the SSDT: models of
flight hardware developed by SSDT engineers,
requirements and recorded telemetry from the ASTERIA
mission, and vendor-supplied documentation for XACT
[13], [14], and [15]. This last is of particular importance
for future missions, for which the use of commerciallyavailable components is expected to increase.
Information about a commercial system’s behavior,
particularly under off-nominal conditions, may not have
the same level of detail as that available for components
of systems developed in-house.

3.

•

SRU Fault: The SRU is pointed to a known
starfield, but does not register an image.

•

SRU Fault: The SRU registers a fixed image, but
the IMU indicates rotation about at least one axis.

•

SRU Fault: The SRU registers a moving image, but
the IMU indicates no rotation about any axis.

•

CSS Fault: The Sun appears dimmer than expected.
This can be accomplished by shining a light on the
CSS heads, which provides about half the Sun’s
intensity.

•

CSS Fault: The CSS never achieves coarse/fine
pointing. This would be achieved by shining a light
and changing the threshold so the CSS will “see” the
sun, then covering each head of the CSS in turn until
all heads are covered.

This is a subset of the candidate fault conditions we
developed. While it represents an important set of
conditions that might be encountered on an operational
mission, it is not complete. The next item describes
some of the remaining fault conditions and the types of
injection mechanisms considered.

Work with ASTERIA and the SSDT to determine what
types of faults, if any, can be injected into the SSDT
hardware.
Although diagnostic models for MBFD do not model
specific fault conditions, it is important to conduct V&V
activities for diagnostic engine/diagnostic model
ensembles under off-nominal conditions to provide
confidence that the diagnostic engine is able to identify
that behavior as off-nominal.

4.

Develop necessary fault injection mechanisms for
ASTERIA and SSDT component(s).
There are a number of fault conditions in the candidate
set we developed for which the SSDT team did not
indicate that fault injection into SSDT physical
components would be feasible. For example, the list
above does not include any RWA or IMU fault
conditions. This is because injecting faults into flight
hardware or flight-like hardware without risking damage
to it can be difficult, especially for commerciallysupplied systems which generally do not have the
requisite access to internal components via test ports.
For example, injecting a “stuck reaction wheel” fault
condition into the physical XACT system that is part of
the SSDT would be very difficult to accomplish without
opening the physical XACT system, locating the RWA
into which to inject faults, and then modifying the RWA.
This is not a tenable solution for a facility that is to be
used on multiple missions.

Recall that as part of developing a diagnostic model of a
system or component, we observe the behavior of that
system or component under test to increase confidence
that the functionality and behavior implemented in the
model is correct with respect to the behavior of the actual
system and that the model is at the appropriate level of
abstraction [6]. For the XACT ACS, the desired
environment in which to observe its behavior under both
nominal and off-nominal conditions is the SSDT, which
incorporates an XACT system and models of XACT. A
properly designed model should reflect nominal system
behavior when stimulated by nominal data. The model
behavior should diverge from the input data when fault
conditions are present.
Injecting fault conditions into a testbed that includes
flight-like hardware or engineering models of that
hardware is, in our experience, a challenging situation.
Unless an engineering model has been constructed so as
to allow the injection of faults, creating fault conditions
may carry an unacceptable risk of damaging the
hardware. We developed a list of candidate fault
conditions and worked with the SSDT engineering team
to determine which of those faults could be introduced
into the SSDT within the timeframe of our task. The
SSDT engineering team indicated that the following
fault injections would be feasible:

5.

Work with ASTERIA to determine how to host
MONSID and the associated diagnostic model(s).
The flight software for ASTERIA is built on the F Prime
component-driven framework, developed at JPL, that
enables rapid development and deployment of
spaceflight and other embedded software applications
[16]. The architecture of F Prime is intended to
minimize the effort required to add new components,
such as diagnostic engines and models, to the
environment in which it runs.
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6.

Identify test cases to perform V&V of correctness and
completeness for diagnostic models in the ASTERIA
and SSDT environments.

developed previously for the SMAP mission [7] as well
as new models for additional ACS components. Models
of the SMAP RWA, IMU, and Tachometer were adapted
to the ASTERIA and SSDT environments. New models
were developed for the CSS, SRU, Magnetic torque rods,
and the magnetometer.

We used the approach we developed in [7] to identify
test cases for the ASTERIA and SSDT diagnostic
models.
An important difference was that the
information we used to develop the test cases included
information from the commercial vendor of XACT. The
use of vendor-supplied information for a commercial
system instead of specifications, design, and test artifacts
for a system developed in-house changes the type and
level of detail for the information available to model
developers. We discuss this under “Results.”
7.

9.

Identify experiments to determine MONSID’s
performance in identifying nominal and off-nominal
behavior.
An effective diagnostic engine/diagnostic model
ensemble should have a diagnostic performance that can
be characterized and predicted. A full analysis of false
positive/false negative rates for MBFD is typically
performed at the system-level. This is an iterative testing
process to collect diagnostic results for various levels of
fault detection thresholds/tolerances. For example,
loosening the threshold settings reduces the occurrence
of fault detections and so desensitizes the MBFD system
to false positives. This comes at the price of potentially
misdiagnosing true faults as healthy behavior. The false
negative rates can increase with loose tolerances. On the
other hand, tightening the tolerances increases the
occurrence of false positives as noise in the data makes
the MBFD system construe truly healthy behavior as
faulty. With tight tolerances, false negative rate will
decrease but the false positive rate can increase.

5. RESULTS
Assessing Engine Diagnostic Performance
No faults were detected in the star tracker tests verifying the
correctness of the MONSID star tracker component model
and threshold settings. The CSS testing yielded more
interesting results. The MONSID CSS component requires
sun position as an input. It determines what the physical CSS
diode levels should be based on the angle of the sun vector to
the vector normal to the surface of each photo diode. The
model also calculates the sun vector from diode levels of the
all the diodes (1-4) that see the sun. Some of the parameters
in the model were empirically determined from a very small
set of XACT telemetry provided before the much larger set
used in this analysis was obtained.

The desired false positive/false negative rates for a
MBFD system depend on application mission risk
posture which may reflect requirements levied on MBFD
performance.

XACT telemetry provides the sun position vector generated
from processing raw CSS diode data. CSS component
correctness can be verified by running the MONSID engine
using the sun position as generated by the physical CSS
onboard ASTERIA. It should be noted that the sensed sun
position is used for the purposes of component-level testing.
At the top ACS model-level, the sun position is provided to
the MONSID CSS component by another component/sensor
input in the model.

Results from nominal and fault data are often plotted as
false positive occurrences versus false negatives where
each data point in the curve represents a particular fault
detection threshold setting. These curves indicate how
sensitive the fault detection system is and thus can be
used to measure performance with respect to
requirements on false positive rates.
False positive analysis can be conducted at lower levels
such as at the component level to access model
correctness. In some cases, tests can also be designed to
test model completeness.
8.

Develop and perform tests in the ASTERIA and SSDT
environments. As in our earlier work [7], we will
develop test cases and procedures to demonstrate the
correctness and completeness of diagnostic models we
use and adapt from our earlier work as well as models
we develop specifically for ASTERIA and SSDT. We
will also develop and conduct experiments to
demonstrate that the models correctly identify nominal
and off-nominal behavior. Finally, we will extend our
earlier work on assessing model performance by
developing and conducting experiments to estimate false
positive and false negative rates in addition to adapting
existing techniques to assess runtime performance and
memory usage in the ASTERIA and SSDT
environments.

All the ASTERIA data available for the CSS component
model (> 7M data points) was run through the MONSID
engine. An example of the results for one of the diodes is
shown in Figure 1.

Develop diagnostic model(s) for selected ASTERIA and
SSDT component(s).
We developed a set of diagnostic models for the
components of XACT based on the ACS models we
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The deltas from the fault threshold of the consistency values
for diode are plotted in the figure. Values above the red line
indicate detected faults, which with nominal data are counted
as false positives. False positive detections indicate areas of
model incorrectness. The incorrectness comes from two
different sources. One of the sources is the fault detection
thresholds. The other source is the CSS model parameters
that require empirical determination. The fault detection
thresholds are considered to be MONSID engine parameters
and thus not part of the component level analysis. The
empirically determined CSS model parameters need to be
retuned with the larger dataset in order to establish
correctness at the component level.

Figure 2 CSS model incompleteness indicated by false
positive occurrence when sun position is not included in
the model
The red line in the upper plot shows the x-axis of the sun
position input to the MONSID CSS component and the green
line is the sun vector x-axis determined by the model. The
bottom plot shows the consistency between the input and
model output. Values above the red threshold indicate false
positives. It is seen when the model is not consistent with the
data while ASTERIA is in coarse point mode.
Figure 1 False Positive occurrences for one diode of
the CSS MONSID component indicate model
incorrectness.

The modeled sun position telemetry point is not a valid input
to the MONSID for all operational modes and should
therefore not be used at all. The MONSID model should
propagate its own sun position as an input to the CSS
component to avoid false positives in Coarse Point Mode.
Otherwise, false positives occur due to incompleteness, or
lack of the sun position propagated by the MONSID model
itself.

The false positive analysis can also determine completeness
of the CSS component model. This was accomplished by
providing the sun position to the model from a different
source. In addition to the sun vector position from CSS data,
the sun position as modeled on board ASTERIA is also
available in XACT telemetry. The modeled sun position can
be fed to the MONSID CSS component model instead of the
sun position determined from sensor data. We initially
assumed that the modeled sun position from telemetry could
be used rather than propagating sun position in the MONSID
model. However, the XACT sun model position is
propagated only during certain operational modes. The effect
on the CSS component testing is seen in Figure 2.

Infusing MBFD into Operational Missions
We were able to adapt existing diagnostic models originally
developed using SMAP mission data to the ASTERIA and
SSDT environments. One of the most significant issues was
adapting models of an ACS system that had been developed
in-house at JPL (admittedly, using commercial components
such as reaction wheels and IMUs) to a system that had been
procured from a commercial vendor as a “black box” – that
is, with limited visibility into the functionality and behavior
of the components comprising the system.

No faults were detected in the star tracker tests verifying the
correctness of the MONSID star tracker component model
and threshold settings. The CSS testing yielded more
interesting results. The MONSID CSS component requires
sun position as an input. It determines what the physical CSS
diode levels should be based on the angle of the sun vector to
the vector normal to the surface of each photo diode. The
model also calculates the sun vector from diode levels of the
all the diodes (1-4) that see the sun. Some of the parameters
in the model were empirically determined from a very small
set of XACT telemetry provided before the much larger set
used in this analysis was obtained.

We had intended to model the XACT ACS in the same way
we modeled the ACS for SMAP – develop models for each
of the components making up the system, and then
integrating those components into a complete system.
Modeling a system in this way requires that information on
all relevant aspects its functionality and behavior be available
to the modeler, down to the level of individual components.
This was possible for SMAP because the ACS for that
mission was developed and assembled in-house at JPL.

6

Although commercial components were used in constructing
the system, the required information for each component was
available from the vendors. A complete set of information
characterizing system-level behavior was available because
the specification and design of the system was performed at
JPL.

we developed for SMAP during the first year of this effort.
The other, the model for the Coarse Sun Sensor, is a model
that was newly developed for the ASTERIA and SSDT
environments.
Figure 3 below shows the RWA and tachometer diagnostic
models originally developed for SMAP. The models for
ASTERIA and SSDT are very similar, with only minor
modifications described below.

Furthermore, the ACS for SMAP was integrated in-house at
JPL. The integration effort provided further information that
could be used to refine the models. That information may not
be available for a commercial ACS system.

Inputs:

In comparison, the XACT is a complete ACS provided by the
supplier as an integrated system. Being a commercial rather
than a contracted-for system, there are limitations to the
vendor-supplied documentation for the system that would not
be presented in a contracted-for system.
One example of the limitations of vendor-supplied
documentation for an integrated system is that the boundaries
between the functionality and behavior of individual
components of the system may not be clear. For XACT, the
system is intended to respond to several commands setting
torque, speed, or control mode for individual reaction wheels.
The vendor documentation does not make it clear whether an
RWA component is directly commanded by the specified
commands, whether the software component of XACT
transforms those commands into a command profile
implementing those commands to which the RWA does
respond directly, or some mixture of both. In this type of
situation, it is important to have available telemetry or test
data characterizing the behavior of the system under known
conditions. For XACT, a review of the available telemetry
indicated that only one of the available commands (“set
wheel torque”) was sent to the wheels during those intervals,
leading to the decision to model only that command and not
the other wheel commands (set wheel speed, set wheel pulse
width modulation). Although additional command types can
be sent to the XACT RWA (e.g., set wheel speed, set wheel
Pulse Width Modulation value), the available ASTERIA
telemetry indicated that the wheel was operated in a way that
would only send torque commands to the wheel. Knowledge
of the way in which a system is operated can guide the
development of the diagnostic model for a complex system.

•

SMAP model – simple torque command specifying
the voltage to be applied to the motor.

•

ASTERIA/SSDT model – a pair of inputs consisting
of a wheel command and the parameter for that
command. For the ASTERIA/SSDT model, we
implemented the “Set Wheel Torque” command,
which will command the RWA motor to apply the
specified torque.

Outputs:
•

SMAP model – Two outputs – the wheel angle in
radians and Output torque in Nm.

•

ASTERIA/SSDT model – the measured wheel
speed (RPM).

Figure 3 – RWA and Tachometer Model for SMAP
The forward constraints for the RWA model compute the
speed for each wheel from the input torque value using the
standard torque equation, 𝑇 = 𝐼𝜔̇ + 𝑑𝜔, where T is the
torque to be applied to the wheel motor, I is the wheel’s
moment of inertia, and w is the angular velocity of the wheel
that will result from application of the applied torque in
radians per second. The term “dw“, where “d” is an
empirically determined coefficient, computes the drag torque
on the wheel, due to factors such as friction. The reverse
constraints compute the input torque command parameter
from the observed wheel speed in RPM.

Another aspect of commercial systems is that descriptions of
their off-nominal behavior may not be as detailed as that for
systems developed in house. Although diagnostic models for
MONSID do not explicitly describe off-nominal behavior,
the diagnostic engine should notice an inconsistency when
comparing the outputs of the model with sensor outputs and
telemetry data under anomalous conditions.

The forward constraints for the tachometer compute a
modulo 4096 tachometer count from the measured wheel
speed in RPM. Analysis of the ASTERIA telemetry
indicated that this count increments by 1 for every p/12
revolutions of the wheel. The reverse constraints compute
the wheel speed from the observed tachometer count.

As mentioned in “Approach” above, the diagnostic models of
XACT components we developed over the past year are a
mixture of adaptations of models we developed earlier and
those newly developed for other XACT components. We
discuss the development and testing of three of these models
below. Two of them, the models for the RWA and
tachometer, are an adaptation of the corresponding models
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We identified 7 unit test cases for the RWA. The first four
test cases represented nominal RWA functionality. The
remaining three represented off-nominal functionality:
•

A stuck reaction wheel in which the output RPM
was 0.

•

A sticky reaction wheel in which the output RPM
was significantly less than what would be expected.

•

A reaction wheel that didn’t receive the torque
command. In this case, the wheel would spin down
and approach 0 RPM.

The diagnostic model for the CSS is shown in Figure 4. The
forward constraints for this model calculate the diode output
for each of the diodes from the input unit light vector in body
coordinates. Knowledge of how each diode is positioned with
respect to the spacecraft body coordinates is needed. These
will be constant body-CSS normal transform matrices. Other
parameters include the diode threshold(s). Input is light
source (typically, the sun) unit vector in sc body coordinates.
Outputs are the 4 diode readings. For each diode i, the light
unit vector is expressed in the CSS_i coordinates
(transformation from body frame to CSS_i frame). The CSS
diode angle is then the acos(dot(light vector,Diode normal)).
The CSS diode output is a function (nominally a cosine) of
the angle multiplied by a scale factor.

Figure 4 - Coarse Sun Sensor Model for ASTERIA and SSDT
We used the first four unit test cases of the RWA to test the
nominal functionality of the tachometer. The off-nominal
cases we tested had the following behavior;
•

Tachometer incrementing by less than the expected
number of counts per wheel revolution, simulating
the failure of one of the 24 sensors in the tachometer
that counts wheel revolutions.

•

A stuck tachometer, for which the tachometer count
does not change.

The reverse constraints take the CSS raw diode counts from
all active diodes and calculate the unit light vector in the
body. Active diodes are those above the pre-determined
threshold value. This is essentially what the CSS FSW is
doing to calculate the unit sun vector in the sc body.
The reverse constraints are conditional on the number of
active diodes.
We identified five cases to unit test the CSS component
model.
Test Cases 1-4 represented nominal CSS
functionality and behavior using ASTERIA XACT CSS
telemetry. Test Case 5 is off-nominal using corrupted CSS
data from ASTERIA. The off-nominal case included:

All unit test cases for the RWA and the tachometer. We plan
to repeat these tests in the SSDT as part of future work to
infuse MBFD onto ASTERIA.
The XACT has a package of 4 coarse sun sensors, which are
the basis for sun pointing in Sun Point mode. Sun Point is
the XACT safe mode, which uses the coarse sensors as an
absolute attitude reference to hold solar arrays on the sun. At
software boot (whether due to a software reset or a full
hardware reset) the default state is Sun Point. Sun Point can
be reached from Fine Reference Point by issuing a
GotoSunPoint command (note this is not the same as the
GotoFineSunPoint command, which asserts Fine Reference
Point mode). Sun Point can also be reached from Fine
Reference Point by autonomous XACT fault protection
(assuming the particular XACT unit is set to allow this) when
the internal attitude, orbit, or time become invalid [15].

•

A burned out diode, for which the diode level has a
value of 0.

•

A low output diode, for which the diode level has a
value of just above the threshold.

•

A saturated diode, for which the diode level has a
value of the maximum output.

All cases passed unit test. Our plans include repeating some
version of these tests in the SSDT environment.
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One of the important things we observed was related to the
Dynamics Pseudo Component (DKP), the model component
that models the dynamic environment in which the system
being modeled operates. While the models of individual
components will continue to be refined throughout the system

proposal.
Whether such placeholder models can be
developed depends on the volume and quality of information
during phase A and earlier. Our experience indicates that
such models may evolve into more detailed design candidates
over time.

Figure 5 – Phasing of Mission V&V Activities
development process, by the time system integration is
underway, the component and system models should be
approaching their final form. The DKP, however, may still
need to undergo significant modification during mission
operations. For example, we observed that ASTERIA’s
magnetic torque disturbance is the greatest factor due to its
high magnetic dipole strength, which is more than the
expected disturbance due to drag and solar pressure. This has
been adjusted to approximate the correct magnitude
disturbance, but will have to be improved for use on
ASTERIA. This is the kind of phenomenon we can expect to
experience in using model-based approach to fault diagnosis.

One of our goals was to capture the lessons we had learned in
a set of guidelines for phasing assurance activities throughout
a mission development and developing a set of practical
checklists that assurance engineers would be able to use
during future missions to help them plan and conduct a set of
appropriate assurance activities. Our recommendation for
phasing V&V activities is given below.
Phase C – Final Design and Fabrication

Assurance activities, including V&V, can be grouped by
mission phase (A, B, C, D, E) the last four of which are shown
in Figure 5. We considered Mission Phases A and B, Mission
Concept and Preliminary Design, too early to begin
diagnostic model development and assurance, since the
available information during those phases is often too sparse,
ambiguous, and lacking sufficient detail to develop or assure
models. Our experience with SMAP and ASTERIA indicates
that enough information to start the development and
assurance of diagnostic models should should be available in
Phase C, “Final Design and Fabrication.”
It may be possible to develop placeholder models to start
fleshing out MBFD behavior within the larger mission
context during Phase A, or even while developing a mission
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•

Acquire system design specifications

•

Acquire system V&V plan

•

Develop the MBFD model based on the system
specifications and verify that the MBFD models satisfy
MBFD engine requirements

•

Develop MBFD model simulation scenarios based on the
V&V test plans

•

Run MBFD models base on the simulation scenarios.

•

Compare the MBFD component model simulation
results against the component test results

•

Update the model based on ECRs

•

Update the simulation scenarios based on V&V plan
updates

Phase D – Assembly, Test, and Launch Operations
(ATLO)
•

Compare the MBFD system model simulation results
against the V&V results. Use the same V&V criteria to
see if the model satisfies the system requirements

•

Update the system model as necessary in areas that do
not pass the test

•

Update the simulation scenarios as necessary

•

Update the model based on ECRs

•

Update the simulation scenarios based on V&V plan
updates

•

Update the model based on the implementation (is not
according to the original design, but the project waives
the changes/errors made during implementation.

•

Conducting V&V activities.

•

Analyzing V&V results.

Information acquisition focuses on gathering information
information used to create diagnostic models, develop test
scenarios, guide analysis of models, and analyze the results
of V&V and other assurance activities.
To help in acquiring information, we can think of the system
to be modeled and diagnostic model of that system in terms
of the representation introduced by Reiter [17]. A system is
represented as a set, S = {SDS U COMPONENTSS U OBSS}.
SDS, the System Description, is a set of logical sentences
specifying the way in which the system is expected to behave.
OBSS is the set of observations made of that system, and
COMPONENTS is the set of sentences identifying the
components from which the system is constructed. The union
of these sets, {SDS È COMPONENTSS È OBSS}, is
consistent.
An example of part of the checklist for Information
Acquisition is given below.

Phase E – Operations and Sustainment

System Functionality (SDS)

•

Compare the MBFD system model simulation results
against the telemetry

•

Identify and acquire Functional Requirements
Documents or equivalent.

•

Update the system model as necessary in areas that do
not pass the test

•

•

Update the simulation scenarios as necessary

Identify and acquire Detailed Design Documents or
equivalent (depending on the diagnostic model’s
intended level of abstraction).

•

Update the system model based on false diagnoses

•

Identify and acquire System level Interface Control
Documents or equivalent.

•

Identify and acquire User’s Guides or equivalent.

•

Identify and acquire Concept of Operations or
equivalent.

•

Identify and acquire System level test specifications
and procedures.

•

Identify and acquire Approved Engineering Change
Requests or equivalent affecting any of the artifacts
identified above.

•

Use false positive and false negative diagnosis
to fine tune the model, as needed

•

Use false positive and false negative diagnosis
to help identify the component whose behavior
have changed

It should be noted that some false diagnoses will be
avoided through new flight rules, preventing the
condition that led to misdiagnosis, rather than change the
software configuration. Also some model changes may
happen to suppress correct but inconvenient detection, if
this interferes with a significant or critical activity that
cannot be redesigned.

There are three types of V&V activities that can be applied to
diagnostic models to assure their correctness and
completeness with respect to the system they
represent. These are testing, technical review, and analysis.
Testing is one of the most frequently performed V&V
activities. Diagnostic models should be tested to determine
whether they implement the same functionality as the
systems they represent, and to determine whether they exhibit
the same behaviors. Diagnostic models should also undergo
technical review during developed to ensure that they include
the desired functionality and behavior and are consistent with
the systems they represent.

The checklists we developed are intended to guide engineers
for both diagnostic models and the diagnostic engine. The
checklists for assuring diagnostic models focus on the
following major activities:
•

Acquisition of information about the system to be
modeled.

•

Selecting V&V activities.
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An excerpt from the “Testing” section of the checklist for
V&V activities is shown below.
•

Have the component or system functionalities
implemented in the model that should be tested been
identified?

•

Identify the operating conditions under which the
model should be evaluated. Can the operating
conditions be related to available information?

•

Identify documentation acquired during
the “Information Acquisition” activity
above describing the functionality and
behavior that will be tested (e.g., system
requirements
and
design,
user
documentation).

•

Determine
whether
the
identified
information is sufficient to construct model
test scenarios and procedures. If not,
consider using structured test scenario
definition techniques, such as equivalence
class testing or combinatorial testing [18]
to help identify missing functionality and
behavior.

•

Develop test scenarios from
information identified above.

•

Identify nominal and off-nominal
functionality
and
behavior
from
information collected during "Information
Acquisition" phase above.

•

Identify operating modes and functionality
specific to those mode from information
collected during "Information Acquisition"
phase above.

•

Identify worst-case performance scenarios
(e.g., highest execution time, most memory
consumption) from information collected
during "Information Acquisition" phase
above.

Identify
documentation
acquired
during
the “Information Acquisition” activity above
describing the expected results of the tests (e.g.,
component test results, system test results, and user
documentation).

•

Develop expected results for each of the test
scenarios that have been developed using the
information identified in the previous step.

•

•

•

Determine the level of fidelity to which test facilities
must be capable of reproducing the functionality and
behavior of the system or component being
modeled.

Additional types of analysis may be selected to supplement
testing and technical review. There are a number of analysis
techniques available that can detect types of errors inserted
into a model or a diagnostic engine that would be difficult for
other techniques to detect. Two of these techniques are
model checking [8] and theorem proving [9] these
techniques, a diagnostic model or diagnostic engine is
transformed into a set of automata or into a mathematical
theorem. A set of system invariants or correctness properties
is then defined, and advanced tools are then used to determine
whether the system invariants and correctness properties are
satisfied. These techniques can identify potential fault
conditions such as incorrect event timing and ordering or
resource contention.

Identify capabilities that will be required to conduct
tests under other than nominal conditions.
•

Hardware fault injection - transient and
permanent.
Information
about
representative faults can be obtained from
the descriptions of off-nominal behavior
acquired as described in Section System
Functionality (SDS) above.

•

Software fault injection - transient and
permanent.
Information
about
representative faults can be obtained from
the descriptions of off-nominal behavior
acquired as described in Section System
Functionality (SDS) above.

•

We investigated the utility of using the Advanced
Combinatorial Testing for Software (ACTS) tool developed
at the National Institute of Standards and Technology (NIST)
[18]. Exhaustive testing of software is often impractical (or
impossible) for realistic systems. Combinatorial testing is a
method that can potentially reduce cost and increase the
effectiveness of software testing. Empirical data gathered by
NIST suggests that software failures are triggered by a few
variables interacting, i.e. not every parameter contributes to
every failure and most failures are caused by interactions
between relatively few parameters.

Runtime environment variation (e.g.,
changing processing workload).

•

Identify available test facilities capable of
reproducing the functionality and behavior of the
system or component being modeled at the specified
level of fidelity.

•

Develop test scenarios and procedures to determine
a model’s consistency and completeness with
respect to the system it represents.

the

This suggests that testing combinations of parameters can
provide highly effective fault detection. ACTS is the tool
developed by NIST to do combinatorial testing. It is a test
generation tool for creating t-way combinatorial test sets.
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We investigated the use of ACTS to develop test cases for
one of the diagnostic models we developed for – the Coarse
Sun Sensor (CSS). Each component is defined by its forward
(input-to-output) behavior and its reverse behavior (outputto-input behavior), known in MONSID terminology as
Forward Constraint and Reverse Constraint. The underlying
ideas are explained in detail in [2], [3], and [4]. A component
can also have internal properties. MONSID Parameterization
requires parameterizing both the forward and reverse
constraints.
In using ACTS to develop the CSS test cases, we needed to
identify those parameters of the models that would change
(based on model input and output) as well as those specifying
characteristics of the system that we would not expect to
change unless the system were damaged or significantly
degraded (e.g., diode threshold, normal vector to diode).
Most of the model parameters were of the type characterizing
system attributes; only 7 were related to model inputs and
outputs, making it practical to use ACTS to generate test
cases. These parameters are described in Table 1 below.

Description

Constraint

css_x

Sun Body vector x
component. Input to CSS
model. For each type of
scenario, “Eclipse,” Sun
Pointing,” and “Transition,”
the enumerated values are
“high, nominal, and low.”

Forward

Sun Body vector y
component. Input to CSS
model. Same enumerated
values as for “css_x.”

Forward

Sun Body vector
z
component. Input to CSS
model. Same enumerated
values as for “css_x.”

Forward

Illumination
level
for
photodiode 1 of the CSS.
Output of CSS model. For
each type of scenario,
“Eclipse,” Sun Pointing,”
and
“Transition,”
the
enumerated values are
“high, nominal, and low.”

Reverse

Illumination
level
for
photodiode 2 of the CSS.
Output of CSS model.
Same enumerated values as
for “css1.”

Reverse

css_y

css_z

css1

css2

Description

Constraint

css3

Illumination
level
for
photodiode 3 of the CSS.
Output of CSS model.
Same enumerated values as
for “css1.”

Reverse

css4

Illumination
level
for
photodiode 4 of the CSS.
Output of CSS model.
Same enumerated values as
for “css1.”

Reverse

We began by creating combinations for the nominal
scenarios, for which we assumed all properties are constant
(as they physically must be and/or should be in a non-failure
scenario) and all inputs/outputs are in the nominal range).
Because we did not have the explicit numeric values for the
desired inputs/outputs we would want to test, we used
enumerations. We would have to do even if we had the exact
values, since ACTS does not support vectors and floating
point numbers. The ACTS generated combinations would be
post-processed to convert enumerations to “actual” values, to
produce the actual test cases.

Table 1. CSS Model Input and Output Parameters
Parameter

Parameter

The parameters and their enumerated values for the nominal
scenarios are shown in Table 2 and Table 3 below:
Table 2. Sun Body Vector Inputs, Forward Constraint
Nominal
Scenarios

Sun-Body
Vector

Enumerations

Eclipse

[0 0 1]

Nominal Eclipse Vec
High, Nominal Eclipse
Vec, Nominal Eclipse
Vec Low

Transition to Sun
Pointing

?

Nominal Trans Vec
High, Nominal Trans
Vec, Nominal Trans
Low*

Sun Pointing

[0 0 -1]

Nominal Sun Pointing
Vec High, Nominal Sun
Pointing Vec, Nominal
Sun Pointing Vec Low

?

Nominal Trans Vec
High, Nominal Trans
Vec, Nominal Trans
Low*

Transition
Eclipse
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to

Table 3. Diode Value Outputs, Reverse Constraint
Nominal
Scenarios

Diode
Values

Enumerations

Eclipse

0

Nominal Eclipse Diode
High, Nominal Eclipse
Diode, Nominal Eclipse
Diode Low

Transition to Sun
Pointing

?

Nominal Trans Diode
High, Nominal Trans
Diode, Nominal Trans
Diode Low*

Sun Pointing

15001600

Nominal Sun Pointing
Diode High, Nominal
Sun Pointing Diode,
Nominal Sun Pointing
Diode Low

?

Nominal Trans Diode
High, Nominal Trans
Diode, Nominal Trans
Diode Low*

Transition
Eclipse

to

ACTS (6). For this same number of combinations, the
number of test cases for the reverse constraints was
substantially larger – 6561. While it may be possible to
generate and analyze this number of test cases using modern
test case generation and test result analysis tools, we would
like to reduce the amount of testing effort if possible.
We then considered an off-nominal aging scenario, for which
we assumed the diode-related system attributes had aged. To
capture this, we enumerated the relevant characteristic
attribute
parameters,
diodeThreshold
and
nominalDiodeValue, with an off-nominal ‘aged’
enumeration, in addition to the previous nominal
enumeration. Note that this is just one possible way to
potentially model the aging behavior. When we ran ACTS for
the nominal and aging scenario. The number of test cases
generated by ACTS for the forward constraint with the
maximum number of combinations was 36, again a
reasonable value. However, for the reverse constraint it was
26244 cases, a number we would like to reduce if possible.
We explored the “mixed-strength” functionality of ACTS to
reduce the number of test cases needed. Mixed-strength
coverage can substantially reduce the number of test cases.
Mixed level covering arrays offer different strength coverage
for subsets of the parameters (e.g., 2-way coverage for one
subset but 4-way for another subset of parameters) [18].
Mixed-strength coverage arrays should be generated only if
you know about the (real) relationship between the
parameters and can thus can strategically choose the values
for the strengths/relationships.

All other parameters, for the system attributes, were set to a
simple ‘nominal’ enumeration.
For the forward constraints, only 9 test cases were needed to
cover the maximum number of combinations permitted by

Figure 6 - Number of ACTS Test Cases for CSS Reverse Constraint
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We generated mixed-strength test arrays for the nominal
scenarios plus the off-nominal aging case described above
that are intended to reflect aging of the diodes. We found a
variety of possible test cases depending on how the mixedstrength relations were defined. The most reasonable set of
test cases was found by creating a mixed-strength
relationship as follows:
•

Initialize all parameters with relation = 2

•

For each diode, create a relation [diodeN,
diodeThreshold, nominalDiodeValue] = 3

flight software update path early and in time to mitigate
unforeseen difficulties.

This generated a total of 85 test cases, again a reasonable
value. The justification for such an implementation would be
that each diode is physically independent, no diode should
affect the performance of another diode, so we do not need to
add additional relations among the diode themselves.
However, this does not take into account that multiple diodes
effect the accuracy of the CSS sun pointing error; additional
relations between diodes to capture this behavior inherently
increase the number of test cases. Some of the various ACTS
scenarios with various strength relationships are shown in
Figure 6.

If the XACT model is not yet available, perform initial
tests of MONSID performance using a simplified model,
overseen by JPL 5x, to gather preliminary results and
assess resource impacts while time remains to improve
the model.

3.

Plan to provide significant support to ASTERIA I&T and
Operations.

4.

Retain the option to free up resources as a “project
reserve” in the event of unforeseen and severe FSW
integration issues, at the expense of curtailing post-flight
experiments and closeout activities

We had originally intended to investigate the applicability of
formal verification methods such as model checking and
theorem proving to verify models against their functional
requirements during the final year of this effort. We had
intended to explore the types of models and requirements that
are most amenable to formal verification and demonstrate
their verification using a MONSID model of a real flight
system, as well as investigating the use of formal verification
techniques to the MONSID diagnostic engine. Unlike the
design and verification methods of traditional monitors, the
scope and correctness criteria are should be well defined and
made explicit by the system functional requirements. While
these criteria might change from mission to mission for
individual systems and components, we would expect that the
effort of applying these techniques to models would be
reduced because:

We did not have the resources to perform the test cases
produced by ACTS and compare them to the manually
generated test cases for CSS. We did, however, demonstrate
that combinatorial testing is feasible for diagnostic models of
the type that we would produce for future missions. We plan
to investigate this further in future work.

6. FUTURE WORK
Plans are in place to perform an assessment of MONSID and
a set of diagnostic models for the ASTERIA mission in Fiscal
Year 2020. MONSID has been matured significantly in
anticipation of this opportunity. MONSID exists as a C++
function library along with model templates and a prototype
development environment, as matured under an ongoing
SBIR Phase II effort, and a C98 version of the engine suitable
for ASTERIA flight software has recently been completed.
JPL 5x has researched and applied verification and validation
approaches for the MONSID reasoning engine and system
models (AMBFD R&TD). Finally, JPL and Okean Solutions
Inc. have contriucted preliminary models of the Blue Canyon
XACT ACS subsystem used on ASTERIA, and tested it in a
laboratory environment during FY’19.

1.

These techniques might already be applied to verifying
the correctness of critical systems, such as ACS, for a
system under development. The diagnostic models of
those systems could then be verified by adapting the
correctness properties developed for the system.

2.

Diagnostic models from previous missions could be
adapted to a system under development. As we have
adapted the SMAP ACS models to ASTERIA, so could
those and other models be used by future missions. The
correctness properties associated with the models being
adapted could also be used as the basis of the correctness
properties of the system under development.

We hope to investigate the application of these techniques on
future missions using MBFD.

There are several constraints that must be managed to
successfully carry out this experiment: First, the ASTERIA
spacecraft is orbit-limited, and expected to become
uncontrollable in mid-late Q2 of FY2020.
Second,
ASTERIA is resource limited, and on-board experiments
must be managed cooperatively. Third, the ASTERIA I&T
and Ops teams are also resource limited. Our plans to address
these constraints are described below:
1.

2.
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